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Abstract. We present Skill-Based Agentic DocMiner, our submission to Sci-ImageMiner
2026 for Task 1 (figure classification), Task 2 (data table extraction), and Task 4 (visual
question answering). Our system follows a unified agentic workflow with three recurring
components: multimodal context enrichment from captions and paper text, iterative skill
refinement using development-set feedback, and collaborative verification by specialist
reviewers. For classification, we use class prototype documents to distinguish visually
similar figure types. For table extraction, we combine chart parsing with Markdown
structure validation and content checking. For VQA, we route each question to a
specialist agent aligned with the official reasoning categories. On the official leaderboard,
our submission ranked fourth on classification, fifth on table extraction, and third on VQA.
The framework is simple, modular, and well matched to structured scientific reasoning.
Our code is publicly available at https://github.com/1gst/Sci-ImageMiner.
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1. Introduction

Sci-lmageMiner 2026 defines four complementary tasks for information extraction
from scientific figures in Atomic Layer Deposition and Etching (ALD/E) papers: figure
classification, data table extraction, figure summarization, and visual question answering
(VQA) [1]. In this work, we participate in Task 1, Task 2, and Task 4, which together
cover label prediction, structured reconstruction, and fine-grained reasoning over
domain-specific plots.

The benchmark is challenging because the figures are domain-specific scientific
artifacts and the organizers explicitly allow caption and paragraph context [1]. We
therefore design Skill-Based Agentic DocMiner around three shared principles: enrich
the visual input with document context, iteratively refine task skills on development-set
errors, and resolve uncertain cases through multi-agent verification. This recipe is reused
across all three tasks with task-specific output constraints.
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Skill-Based Agentic DocMiner: Technical System Architecture
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Figure 1. Overview of Skill-Based Agentic DocMiner. The workflow combines figures, captions, paper
text, and examples into context, routes tasks to specialist agents for classification, table extraction, and
VQA, and verifies outputs through reviewers before submission.

The remainder of the paper is organized as follows. Section 2 presents the system
architecture. Sections 3, 4, and 5 describe our task-specific methods. Section 6 reports
official leaderboard results and ablation evidence. We conclude with lessons learned for
multimodal scientific document mining.

2. System Overview

As shown in Figure 1, our system is designed as a lightweight orchestration layer around
a family of task-specialized agents. In practice, we instantiate these agents mainly with
Gemini 3.1 Pro and Qwen-Plus/Qwen3.5-Plus style APIs, while the workflow design is
inspired by recent work on reasoning-and-acting, tool use, and multi-agent coordination
[2], [3], [4], [5], [6]. Rather than relying on a single monolithic prompt, we separate the
workflow into modules that can be recombined across tasks.

The architecture contains the following modules:

» Context builder. Retrieves and formats the visual input together with caption text,
nearby paper paragraphs, and task-relevant few-shot examples.

* Primary specialist. Produces the first prediction using a task-specific skill optimized
for classification, extraction, or question answering.

* Verifier or reviewer. Re-checks uncertain outputs, enforces schema constraints, and
compares the current answer against task-specific expectations.

» Coordinator. Aggregates candidate outputs, resolves disagreements, and emits the
final submission format.

This design reflects the structure of the benchmark itself. Task 1 requires robust
type discrimination over 49 figure classes, Task 2 requires machine-readable Markdown
reconstruction, and Task 4 requires answer generation across four distinct scientific
reasoning categories [1]. A single prompt can address all of them only superficially; in
contrast, a shared orchestration layer with task-level specialization lets us reuse context
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management and validation while still respecting the unique demands of each output
space.

2.1 Shared Design Principles

Three principles recur throughout our system.

Context enrichment. We rarely ask a model to reason from the image alone.
Whenever available, we append figure captions and paper context because they often
disambiguate chart semantics, axis meaning, experimental settings, and scientific
terminology.

Iterative skill refinement. We treat prompts, error checklists, and task instructions
as editable skills. After examining development-set failures, we update definitions, add
disambiguation cues, and sharpen output constraints.

Collaborative verification. When outputs are uncertain or conflict-prone, we
trigger one or more reviewer agents. This is particularly useful for confusing chart
classes, malformed Markdown tables, and VQA answers whose correctness depends
on reasoning type.

2.2 Development Workflow

Our development workflow is a simple loop: run a baseline skill on the development set,
group failures by error type, revise the prompt/checklist, and re-evaluate. Typical edits
include contrastive class notes, table-structure rules, and question-routing heuristics.

2.3 Agentic Implementation

Our implementation uses Gemini 3.1 Pro and Qwen-Plus/Qwen3.5-Plus style APIs
as interchangeable model backends, while the orchestration pattern is inspired by
prior work on reasoning-and-acting, tool use, and multi-agent interaction [2], [3], [4], [5],
[6]. Specialist agents share a common prompt scaffold but differ in task instructions,
output schema, and verifier checklist. The context builder normalizes the same evidence
sources across tasks—figure image, caption, nearby paper text, and selected few-shot
examples—so that only the task-specific decision policy changes.

3. Task 1: Figure Classification

Task 1 is a supervised multi-class classification problem over 49 figure types extracted
from ALD/E papers [1]. At first glance this resembles standard chart classification, but
the task is more challenging because many classes share low-level visual patterns while
differing in scientific intent or representational convention.

3.1 Prototype-Guided Classification

Our main strategy is to build class prototype documents from the training data. Each
prototype document contains representative visual cues, common caption phrases, and
short notes about what distinguishes that class from nearby confusions. At inference
time, the classifier agent receives the query figure together with a compact set of
candidate prototypes, the figure caption, and selected paper text. This encourages the
model to compare the input against explicit class descriptions instead of making a purely
impressionistic judgment.
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This is particularly useful for semantically related classes with overlapping layouts,
where axes, legends, spectral signatures, or structural motifs provide the key evidence.

3.2 Iterative Disambiguation

We refine the classification skill through repeated analysis of confusion cases on the
development set. For each high-frequency confusion pair, we add contrastive guidance
that states what evidence should dominate the decision. Examples include whether the
figure encodes a process flow or a physical measurement, whether the dominant signal
is categorical or continuous, and whether the visual object is a plot, a microscopy image,
or a schematic. These targeted edits make the prompt more selective without increasing
architectural complexity.

3.3 Multi-Agent Review

When the top prediction is weak or when two candidate classes remain plausible,
we invoke a review stage. Independent agents receive the same evidence but are
prompted from different perspectives, such as caption-first, visual-structure-first, or
class-contrast-first reasoning. If the reviewers agree, the label is accepted; otherwise
the coordinator requests a final adjudication step focused only on the disputed classes.
This review process reduces variance and improves reliability on borderline cases.

4. Task 2: Data Table Extraction

Task 2 requires reconstruction of the data encoded in a quantitative scientific chart as a
Markdown table [1]. Unlike optical text recognition alone, this task requires understanding
the semantic role of axis labels, legends, series identities, and numeric scales, then
mapping them into a structured representation.

4.1 Image-plus-Context Extraction

Our first design choice is to treat table extraction as a multimodal grounding problem
rather than a pure visual parsing problem. In many scientific plots, some values are
difficult to read directly because of resolution limits, overlapping curves, sparse tick
marks, or implicit scaling. However, the surrounding paper text often states trends,
operating conditions, units, or representative values that make the reconstruction more
plausible. We therefore provide the extractor agent with the chart image, the caption,
and nearby paragraphs when available.

The text acts as a semantic regularizer by confirming units, variable names, and
expected trends, which reduces numerically inconsistent tables.

4.2 Two-Stage Output Validation

We apply two forms of validation after the primary extraction step.

Stage 1: Markdown structure checking. We verify that the generated table is a
valid Markdown table with consistent column counts, a legal header row, and aligned
separators. If the output fails structural checks, the system asks the extraction agent to
regenerate using an explicit schema reminder.

Stage 2: Content verification. Once the structure is valid, a reviewer agent cross-
checks whether the headers match the chart semantics and whether the cell values are
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plausible relative to the image and context. The reviewer is also given a small set of
analogous training examples to encourage consistent formatting and interpretation.

This decomposition helps separate format correctness from content correctness. A
malformed but semantically promising extraction should be repaired differently from a
well-formed table containing implausible values.

4.3 Robustness Heuristics

In development, we observe three recurring failure modes: missing unit information,
row/column swaps, and hallucinated precision. To address them, our skill explicitly
instructs the extractor to preserve units in headers, to prefer simple table schemas over
over-segmentation, and to avoid fabricating overly precise numbers when the chart only
supports approximate reading. These heuristics improve practical usability even when
perfect numerical reconstruction remains difficult.

5. Task 4: Visual Question Answering

Task 4 evaluates fine-grained reasoning over scientific figures and divides questions
into four categories: Process-Oriented, Comparative/Trend, Structure-Property, and
Application/Performance [1]. This taxonomy suggests a natural routing strategy: different
question types benefit from different reasoning habits and evidence priorities.

5.1 Question-Type Routing

Our VQA system begins by classifying the question into one of the four official
categories. The router uses lexical cues, expected answer forms, and domain semantics.
For instance, questions about cycles, precursors, or mechanisms are sent to the
Process-Oriented agent; questions about how variables affect outcomes are sent to the
Comparative/Trend agent.

This routing step gives each downstream agent a narrower objective, tailored
checklist, and answer-format expectation.

5.2 Specialist Agents

The four VQA specialists share the same inputs—figure image, question, caption, and
relevant paragraph context—but differ in how they organize their reasoning:

* Process-Oriented agent. Focuses on temporal order, sub-cycle structure, precursor
exposure, and mechanism language.

+ Comparative/Trend agent. Prioritizes axis reading, legend matching, extrema,
monotonicity, and conditional comparisons.

+ Structure-Property agent. Looks for links between molecular or precursor structure
and measured material behavior.

« Application/Performance agent. Emphasizes device-level implications, efficiency,
luminescence, and other application-facing outcomes.

Because the official task supports different answer types, including yes/no, factoid,
list, and paragraph responses [1], each agent is also instructed to normalize its output
style to the expected format before returning a candidate answer.
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5.3 Context-Grounded Answering

In scientific VQA, the answer is frequently anchored in the caption or nearby prose even
when the question references the image. We therefore concatenate the image with
caption and contextual text so the model can align visual evidence with domain-specific
phrasing. This is particularly important when the figure contains abbreviations, precursor
names, or experimental conditions that are obvious to a human reader of the paper but
under-specified in the image alone.

5.4 Answer Verification

After a specialist agent produces an answer, a verifier checks whether the answer is
supported by the provided evidence and whether it matches the requested answer type.
For paragraph answers, the verifier looks for unsupported claims and missing justification.
For list answers, it removes duplicates and enforces order-insensitive completeness. For
yes/no and factoid answers, it focuses on precision and direct grounding. This post-check
improves consistency with the official evaluation format [7].

6. Results and Analysis

The official benchmark evaluates Task 1 with Accuracy, Precision, Recall, and F1-score;
Task 2 with RMS, TEDS, and an aggregated score; and Task 4 with answer-type-specific
metrics such as weighted score, ROUGE/Exact Match for factoid answers, and yes/no
accuracy [7]. Tables 1-3 reproduce the top-five official leaderboard rows.

6.1 Official Leaderboard Results

6.1.1 Task 1: Figure Classification

Table 1. Task 1 Figure Classification Leaderboard; Zoloz-RealDoc ranked fourth with Acc 0.75, Precision
0.76, Recall 0.76, and F1 0.76.

Rank Participant Acc Prec Rec F1
1 Ricoh_SRCB 0.79 0.82 0.80 0.81
2 panail9 0.76 0.78 0.77 0.77
3 IIT_PATNA_CV_1 0.76 0.79 0.75 0.77
4 Zoloz-RealDoc 0.75 0.76 0.76 0.76
5 rithikasai_003 0.74 0.75 0.75 0.75

6.1.2 Task 2: Data Table Extraction

Table 2. Task 2 Data Extraction Leaderboard; Zoloz-RealDoc ranked fifth with weighted score 33.19.
Lower RMS and higher TEDS are better.

Rank Participant RMS TEDS Weighted_Score
1 TeleOCR-VL 17.23 66.39 41.81
2 tirtha-v 17.29 64.31 40.80
3 Ricoh_ SRCB 16.23 61.12 38.67
4 vsioros 14.94 55.20 35.07
5 Zoloz-RealDoc 12.67 53.72 33.19
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6.1.3 Task 4: Visual Question Answering

For compactness, Table 3 groups detailed VQA metrics by answer type. The Yes/No
column reports accuracy because precision, recall, and F1 are identical to accuracy for
the listed submissions; the paragraph column reports ROUGE-1/2/L and BERTScore-F1.

Table 3. Task 4 VQA Leaderboard with Answer-Type Metrics.

Rank Participant W.Score Factoid(R1/R2/RL/EM) Yes/No(Acc) Paragraph(R1/R2/RL/BF1) List(P/R/F1)

1 Ping An P&C 0.31  0.49/0.29/0.46/0.09 0.92 0.42/0.19/0.32/0.85 0.09/0.09/0.09
2 Ricoh_SRCB 0.27  0.44/0.21/0.41/0.07 0.87 0.35/0.12/0.25/0.83 0.08/0.07/0.08
3 Zoloz-RealDoc 0.27  0.43/0.24/0.41/0.09 0.89 0.33/0.11/0.23/0.78 0.08/0.08/0.08
4  vsioros 0.26  0.44/0.24/0.40/0.06 0.86 0.35/0.14/0.26/0.77 0.07/0.07/0.07
5 kabdelma 0.25 0.40/0.18/0.37/0.04 0.85 0.33/0.10/0.23/0.82 0.05/0.05/0.05

6.2 Ablation Evidence

Table 4 reports focused ablations. Markdown validation improves TEDS from 50.60 to
53.72; context and router/verifier specialization improve VQA weighted score from 0.23
to 0.27; and prototype-guided labeling improves classification F1 from 0.72 to 0.76.

Table 4. Component-Level Ablations Used During Development.

Task Module Metric Before After
Task 4 Context + routing VQA W.Score 0.23 0.27
Task 4 Router + verifier Yes/No Acc 0.85 0.89
Task 1 Prototype classification F1 0.72 0.76
Task 2 Table verifier Weighted_Score 30.80 33.19
Task 2 Markdown check TEDS 50.60 53.72

Overall, these results support skill-based decomposition: reviewer agents stabilize
labels, structural validation improves table formatting, and routing plus normalization
align VQA outputs with answer-type-specific metrics.

7. Conclusion

We presented Skill-Based Agentic DocMiner, a unified workflow for figure classification,
data table extraction, and scientific VQA. Across tasks, context enrichment, iterative
skill refinement, and multi-agent verification improve robustness and provide a practical
foundation for scientific document mining. Future work will integrate tool-grounded chart
parsers for more precise numerical extraction, add uncertainty-aware verification to
flag ambiguous predictions, and evaluate whether the same skill-refinement workflow
generalizes beyond ALD/E figures to broader scientific-document mining benchmarks.
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