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Abstract. In this work, we address two core challenges in the ALD-E domain: auxiliary
evidence construction via summarization and data table extraction, and visual question
answering (VQA). Our approach first generates auxiliary summaries and structured
tables to support test-time VQA prompting, using Qwen3.5-9B vision-language models
with parameter-efficient fine-tuning (LoRA). The model operates on cropped subfigures
alongside sliding-window document context, including captions and neighboring text
blocks. It then answers Yes/No, Paragraph, Factoid, and List questions under a shared
training and inference setup. This staged design reveals three key observations: (1)
summarization performs strongly across both standard and contextual evaluation metrics;
(2) table extraction achieves competitive structural accuracy; and (3) overall VQA
performance is moderate. Yes/No questions appear largely saturated, while Factoid
and List questions remain the primary bottlenecks. Overall, our findings highlight
the effectiveness of staged multimodal evidence integration and answer-type-aware
optimization. Code is available at https://github.com/insane-group/staged-qwen3.5-
scivga.
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1. Introduction

In this work, we address visual question answering (VQA) over scientific documents in
the Atomic Layer Deposition/Etching (ALD/E) domain, a specialized area of materials
science focused on thin-film fabrication processes, in the context of the Sci-ImageMiner:
Information Extraction from Atomic Layer Deposition/Etching (ALD/E) Scientific Figures
challenge.

VQA (Task 4) performance in this setting depends not only on model capacity
but also on the availability of supporting evidence and robustness to diverse answer
formats. In ALD/E figures, relevant information is often distributed across visual patterns,
tabular numeric values, and surrounding document context. Treating VQA in isolation
can therefore overlook critical evidence. To address this, we explicitly incorporate
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summarization (Task 3) and table extraction (Task 2) as intermediate stages for evidence
construction, as illustrated in Figure 1.

The dataset is derived from ALD/E research papers and includes annotated
scientific figures—particularly quantitative plots—alongside source PDF documents
and structured content representations. The dataset provides fine-grained subfigure
localization via bounding boxes (z, y, width, height), as well as rich VQA metadata such
as question types, textual queries, expected answer formats, and ground-truth answers.

Scientific subfigure
cropped image + sliding-window context

/

Task 3 — Summarization Task 2 — Table extraction 1
Qwen3.5-9B + LoRA - 256-tok cap Qwen3.5-9B + LoRA - 768-tok cap
summary output extracted table (markdown)
Growth rate peaks at ~0.8 nm/cycle | Temp (°C) | GPC (nm) |

between 150—-200 °C, consistent with | ——————————- | —————————- |
ALD saturation. Below 150 °C the | 100 | 0.52 |
rate declines, suggesting incomplete | 150 | 0.81 |
precursor reactivity. | 200 | 0.80 |

\ auxiliary evidence /

‘ Task 4 — VQA
Qwen3.5-9B + LoRA - answer-type-aware

question input

L Does growth rate saturate above 150 °C? J
| Yes/No ‘ Factoid | | List \ Paragraph
1-tok - binary 72-tok - plain text 144-tok - CSV set 176-tok - plain text
~0.80 nm/cycle 100 °C, 150 °C, Growth saturates above
Yes at 150-200 °C 200 °C, 250 °C 150 °C, indicating ALD

self-limiting behaviour.

Figure 1. Flowchart showing a scientific subfigure processed by Qwen models for summarization and
table extraction to support visual question answering.

Our system design is motivated by the heterogeneous VQA answer space (Yes/No,
List, Factoid, and Paragraph) and strict output-format requirements. We therefore use
careful preprocessing, consistent normalization, and reproducible generation settings
aligned with empirical dataset statistics.
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The main contributions of this work are: (1) a staged pipeline that leverages
summarization and data extraction to construct auxiliary evidence for VQA; (2)
answer-type-aware training and evaluation within a unified Qwen3.5-9B + LoRA
framework; (3) a preprocessing and quality-control pipeline incorporating format
normalization, class-balance analysis, and token-budget considerations; and (4) an
empirical evaluation highlighting strong summarization performance, competitive table
extraction, and remaining challenges in Factoid and List-style VQA.

2. Related work

In the following paragraphs we outline indicative related works, taking into account the
main components of our pipeline and the task:

Scientific VQA benchmarks: Visual Question Answering (VQA) in scientific
documents requires joint grounding over figures, captions, and nearby paper context,
while remaining robust to domain-specific terminology and fine-grained visual attributes.
Earlier chart- and plot-centered benchmarks such as PlotQA and ChartQA established
the importance of reasoning over scientific plots and charts, with ChartQA explicitly
emphasizing visual and logical reasoning through both human-written questions and
questions derived from chart summaries. The SciVQA 2025 shared task then extended
this trajectory to scientific documents with a focused benchmark (3,000 figures; 21,000
visual/non-visual QA pairs) and showed a consistent pattern: strong systems improve
with better context integration and adaptation, yet visual-attribute-heavy questions remain
difficult relative to human performance [1], [2], [3].

Across submissions, the dominant strategy is not a single architectural novelty but a
combination of retrieval, targeted adaptation, and prompt control. The RAVQA-VLM line
combines dense figure+metadata encoding, dense text retrieval, and multimodal fusion
with InternVL3-14B; parallel systems explore LORA adaptation, image sharpening, and
cross-dataset augmentation (e.g., SpiQA, ArXivQA, and related chart QA resources).
Other teams emphasize conditional model routing and few-shot retrieval, pairing
InternVL3-78B, Pixtral-Large-Instruct-2411, Qwen2.5-VL, and GPT-40-mini with
type-aware prompting, CoT prompting, and confidence-based answer selection [3].

Chart-specific structure and numeric reasoning: A second line of work argues
that chart QA should explicitly encode chart structure and numeric relations, rather
than relying on global visual attention alone. ChartQA frames this problem as a
benchmark with both human-written questions and questions derived from chart
summaries, emphasizing visual and logical reasoning over charts and showing that
complex reasoning remains challenging even for strong transformer baselines. DePlot
pushes this direction further by decomposing chart reasoning into plot-to-table
translation followed by reasoning over a linearized table with a pretrained LLM, showing
that table-centric intermediate representations can serve as effective plug-and-play
evidence for downstream QA. STL-CQA introduces localization and structure-aware
transformers for chart question answering, while CRCT (Classification-Regression for
Chart Comprehension) unifies categorical and numeric prediction in one model through
dual-branch encoding and a hybrid prediction head; this framing is particularly relevant
for settings where answers span both discrete labels and quantitative values [2], [4], [5],
[6].

Neuro-symbolic and logic-guided reasoning: A complementary direction sepa-
rates perception from reasoning and enforces more explicit intermediate representations.
Neural-Symbolic VQA demonstrates the value of scene parsing plus symbolic program
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execution for transparent reasoning traces; related multimodal entailment work such as
TV-TREES similarly stresses structured intermediate reasoning. In language-centric
reasoning pipelines, Logic-LM and NL2LOGIC show that coupling LLM generation
with symbolic constraints/solvers can improve faithfulness and syntactic validity, with
evaluations tied to FOLIO-style logical reasoning settings [7], [8], [9], [10], [11].

Positioning of our approach: We keep an end-to-end multimodal backbone and
add staged evidence construction (summary and table outputs), strict normalization and
format control, and answer-type-specific configurations. This setup follows prior reports
that evidence quality, output constraints, and type-aware reasoning are associated with
better scientific VQA outcomes.

3. Approach

Our method is a staged multimodal pipeline with three components: summarization,
data-table extraction, and VQA. Given a subfigure and its document context, the first
two components produce auxiliary narrative and structured evidence, and the VQA
component answers the final question using the image, retrieved context, and generated
evidence.

3.1 Model details
Summarization component.

We build summarization on the Qwen3.5-9B vision-language foundation model, using
its unified early-fusion multimodal backbone with Gated Delta Networks and sparse
Mixture-of-Experts (MoE). We crop subfigures with provided bounding boxes, and
retrieve local textual context with a sliding window (caption, up to two preceding blocks,
up to two following blocks). Ground-truth summaries are normalized (e.g., bullet removal
and whitespace standardization), format-validated, and filtered by sequence budget:
total tokens must not exceed 4096 and target responses must not exceed 256 tokens.
On the processed set (n = 1891), assistant-token lengths are mean 51.86 (median
42; 75th percentile 67; 90th percentile 99; 95th percentile 118.5; 99th percentile 156;
max 254), and total sequence lengths are mean 1355.55 (median 1314; 75th percentile
1546.5; 90th percentile 1807; 95th percentile 1995.5; 99th percentile 2701.7; max
3704). These statistics support the 4096-token context budget and 256-token output
cap. Summary token-length behavior is shown in Figure 2, including assistant-output
and total-sequence distributions used for summarization-length calibration.

Data-table-extraction component.

We use Qwen3.5-9B as the base vision-language model for chart-to-table conversion,
again with unified vision-language early fusion and Gated Delta Networks + sparse
MoE. Inputs are cropped subfigures plus sliding-window paper context (caption + up
to two preceding and two following blocks). Targets are dense string representations
(comma-separated columns and semicolon-separated rows), extracted from the ground-
truth Markdown tables. During inference, the generated dense strings are parsed and
reconstructed back into Markdown tables. On the unprocessed set (n = 1425), assistant-
token lengths are mean 138.33 (median 93; 75th percentile 161; 90th percentile 251;
95th percentile 395.8; 99th percentile 730; max 2468), and total sequence lengths
are mean 1461.69 (median 1403; 75th percentile 1647; 90th percentile 1901.6; 95th
percentile 2163.8; 99th percentile 2953.96; max 4206). These statistics support the
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Figure 2. Summary token-length distributions used for output-length calibration.

3072-token context budget and 768-token output cap, resulting in the removal of 18
outliers to retain 1407 safe samples. Table token-length behavior is shown in Figure 3,
including assistant-output and total-sequence distributions used for extraction-length
calibration.
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Figure 3. Table-extraction token-length distributions used for output-length calibration.

VQA component.

We fine-tune Qwen3.5-9B across four answer types (Yes/No, Paragraph, Factoid, List)
under a shared multimodal foundation. Inputs combine cropped subfigures, sliding
textual context, and precomputed summary/table evidence. Token budgets are answer-
type-specific: Yes/No uses maximum sequence length 3072 with 1 maximum new token,
Paragraph uses 3072 with 176, Factoid uses 2560 with 72, and List uses 2560 with
144; Table 1 compares these budgets. VQA preprocessing uses answer-type-aware
normalization, including Unicode sequence resolution, lowercasing where appropriate,
whitespace/punctuation cleanup, and format-specific post-processing (e.g., newline-
aware and comma-aware splitting with bullet/number cleanup and artifact trimming for
List, binary normalization for Yes/No, and paragraph denoising).

The Yes/No subset is initially imbalanced (263 Yes, 89 No out of 352 processed
samples). We balance the dataset by upsampling the minority “No” class. We also
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track VQA samples with missing paired table-extraction annotations as a preprocessing

quality signal.
Table 1. VQA answer-type-specific configuration differences.
Feature Yes/No Paragraph Factoid List
Max sequence | 3072 3072 2560 2560
length
Max new tokens | 1 176 72 144
Target format Yes/No Plain text Plain text Order-
insensitive
CSv
Preprocessing Minority-class Whitespace Whitespace Artifact trimming
upsampling deduplication stripping

Table 2. VQA preprocessing examples by answer type.

Question / Actual

Cleaned output

List — What are the half-cycle times deter-
mined by the KMC simulation of the multiscale
CFD model?

Actual: 1. GO = 2.514 s

2. G1 = 2.542 s

3. G2 = 2.528 s...

GO = 2.514 s, G1 = 2.542 s, G2 =
2.528 s, G3 = 2.498 s

Yes/No — Does disorientation increase in TM
doped ZnO?
Actual: YEs

Yes

Factoid — What kind of copper surface
results when TiN is deposited over WN,.C,?
Actual: smooth, pit-free copper
surface.

smooth, pit-free copper surface

Paragraph — Why is it performance-relevant
that Mn3+ contributions persist even at 45° in
300cLi-MnO,?

Actual:

- Indicates bulk reduction, not only
surface effects

- Suggests lithiation...

Indicates bulk reduction, not only surface
effects. Suggests lithiation...

Table 3. VQA preprocessing quality statistics.

Answer type Total Perfect Fixed
List 307 146 161
Yes/No 352 346 6
Factoid 1575 1575 0
Paragraph 1905 1595 310

Table 1 shows that the answer types mainly differ in output targets and token budgets:
Yes/No is the most constrained setting, Paragraph allows the longest generations, and
Factoid/List use shorter contexts for concise structured answers. Token-length behavior
for Factoid, Paragraph, List, and Yes/No is shown in Figures 4, 5, 6, and 7, respectively.




Sioros | Open Conf Proc 10 (2026) "Sci-ImageMiner - Information Extraction from Atomic Layer Deposition/Etching (ALD/E)
Scientific Figures”

3.2 Training paradigm
Summarization training and inference.

We use supervised fine-tuning (SFT) with LoRA adapters applied across vision/language
layers, attention modules, and MLP modules. Configuration is rank » = 16, alpha = 16,
dropout = 0, bias = none, with 16-bit training and gradient checkpointing. Training uses
5 epochs, maximum sequence length 4096, maximum new tokens 256, per-device batch
size 2, gradient accumulation 4, learning rate 2 x 10~4, 8-bit AdamW, weight decay 0.001,
linear schedule, warmup ratio 0.05. Inference uses 4-bit quantization with temperature
0.7, top-p 0.8, min-p 0.01, top-£ 20, and thinking/reasoning disabled.

Data-table-extraction training and inference.

We apply PEFT with LoRA over vision/language layers, attention modules, and MLP
modules using rank » = 16, alpha = 16, dropout = 0, and no bias. Training uses
16-bit precision with gradient checkpointing, 8-bit AdamW, 5 epochs, sequence length
4096, learning rate 2 x 1074, linear schedule, warmup ratio 0.05, weight decay 0.001,
per-device batch size 2, and gradient accumulation 4. Inference uses 4-bit quantization
with maximum new tokens 768, temperature 0.7, top-p 0.8, min-p 0.01, and top-£ 20.

VQA training and inference.

All answer-type models share the same Qwen3.5-9B foundation, employing LoRA-based
PEFT across vision, language, attention, and MLP modules with 16-bit training and 4-bit
inference. The LoRA configuration utilizes a rank of » = 16, an alpha of 16, a dropout of
0, and no bias. We train the models for 5 epochs using the 8-bit AdamW optimizer with
a peak learning rate of 2 x 1074, a linear schedule, a 0.05 warmup ratio, and a weight
decay of 0.001. Additional training parameters include a per-device batch size of 2, 4
gradient accumulation steps, and gradient checkpointing. During inference, decoding is
performed with reasoning disabled, utilizing a temperature of 0.7, a top-p of 0.8, a top-£
of 20, and a min-p of 0.01.
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samples.

Figure 4. Factoid token-length distributions used for output-length calibration.
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Figure 5. Paragraph token-length distributions used for output-length calibration.
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Figure 6. List token-length distributions used for output-length calibration.
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Figure 7. Yes/No token-length distributions used for output-length calibration.
4. Results

4.1 Summarization evaluation

We evaluate summarization on the ICDAR 2026 ALD-E-ImageMiner test split at
per-subfigure granularity. Before scoring, predictions and references are normal-
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ized with the same pipeline (Unicode sequence decoding, lowercasing, whitespace
stripping, and punctuation removal). We report ROUGE-L F1 and BERTScore pre-
cision/recall/F1 [12], [13]. On the test split, we obtain weighted_score = 0.5340,
with ROUGE-1 = 0.3443, ROUGE-2 = 0.1401, ROUGE-L = 0.2715, BERTScore Precision
= (0.8278, BERTScore Recall = 0.8067, and BERTScore F1 = 0.8161. At the time of
writing, our summarization submission is ranked 6th.

4.2 Data table extraction evaluation

We evaluate table data extraction with Standard Markdown tables as the target format on
the ICDAR 2026 ALD-E-ImageMiner test split, aligning predictions to ground truth on
a per-sample and per-subfigure basis. We report Tree Edit Distance Similarity (TEDS)
and Relative Mapping Similarity (RMS).

TEDS. TEDS measures structural and content similarity by converting Markdown
tables into HTML trees and separating structural tags from internal cell content.
Header rows are encoded with <th> and body rows with <td>; structural edits and
tag mismatches (e.g., predicting <td> when ground truth uses <th>) incur a maximum
penalty of 1.0, while content edits in matched cells are penalized with case-insensitive
Normalized Levenshtein distance and exact tag matches receive 0.0 penalty [14].

RMS. RMS decomposes each table into tuples and applies linear-sum assignment
to maximize mapping alignment before computing precision, recall, and F1. To handle
transpositions, RMS evaluates both original and transposed tables (row/column header
swap) and keeps the maximum F1. During value normalization, non-numeric symbols
(e.g., $, %) are stripped when numeric comparison applies; key/header text uses
Normalized Levenshtein distance, and numeric values use bounded relative distance
with fallback to Normalized Levenshtein when parsing fails or relative error exceeds
threshold. We use key-distance threshold = = 0.5 and numeric relative-distance
threshold 6 = 0.1 [4].

On the test split, we obtain RMS = 14.94, TEDS = 55.2, and weighted score =
35.07. At the time of writing, our data extraction submission is ranked 5th. The top-5
leaderboard snapshot is shown in Table 4.

Table 4. Data extraction leaderboard snapshot (top 5 submissions, at time of writing).

Rank Participant | Date ID RMS TEDS Weighted
score
1 TeleOCR- | 2026-04- | 671270 17.23 66.39 41.81
VL 09 11:31
2 tirtha-v 2026-04- | 661090 17.29 64.31 40.8
02 05:45
3 mila_g 2026-04- | 661169 16.23 61.12 38.67
02 07:32
4 rithikasai_0082026-04- | 670591 14.97 61.29 38.13
09 04:44
5 vsioros 2026-04- | 668216 14.94 55.2 35.07
07 17:45
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4.3 VQA evaluation
Yes/No questions: We report Accuracy, micro-averaged Precision, micro-averaged
Recall, and micro-averaged F1.

Factoid questions: We report Exact Match (EM) on normalized text and ROUGE-L
F-measure [12].

List questions: Metrics are micro-aggregated globally by accumulating total True
Positives, False Positives, and False Negatives prior to final computation. We report
set-based Precision, Recall, and F1.

Paragraph questions: We report ROUGE-L F-measure and BERTScore F1 [12], [13].

To contextualize our VQA results, Table 5 summarizes the VQA leaderboard
snapshot at the time of writing (top 5 teams by weighted score, consolidating duplicate
entries). Under this team-level consolidation, our submission is placed 5th.

Table 5. VQA leaderboard snapshot (top 5 teams).

Rank Participant Date ID Weighted
score
1 Ping An Prop- | 2026-04-09 671188 0.31
erty & Casualty | 11:03
Insurance Com-
pany
2 Ricoh_SRCB 2026-04-09 670916 0.27
09:17
3 zoloz-realdoc 2026-04-08 669618 0.27
14:19
4 huangjing 2026-04-05 664253 0.26
04:39
5 Vsioros 2026-04-06 666257 0.26
12:33

Across leading systems, Yes/No performance is consistently high (ranging from 0.86
to 0.92 F1/accuracy), while List and Factoid remain substantially harder. In particular, list
set-F1 values remain near 0.07—0.09 and factoid exact match remains low (0.06—0.09),
indicating that structured short-answer extraction is currently the main bottleneck in
overall weighted performance. Relative to the top-tier submissions, our approach exhibits
specific drawbacks in these exact areas. Specifically, our Factoid exact match (0.06)
trails behind the leading marks (0.09), and our Yes/No accuracy (0.86) falls short of the
top-performing systems (0.88-0.92).

5. Conclusions

We presented a staged multimodal pipeline that combines a shared Qwen3.5-9B + LoRA
foundation with auxiliary evidence from summarization and table extraction. Across the
full pipeline, the strongest performance comes from the upstream evidence-construction
stages: both summarization and table extraction are highly competitive and provide
useful structured support, whereas downstream VQA remains the most challenging
component overall. Within VQA, a clear answer-type asymmetry emerges: Yes/No is
relatively stable, whereas Factoid and especially List questions remain the primary
bottlenecks due to their requirement for concise, format-sensitive outputs under strict

10
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constraints. Overall, these results suggest that separating evidence construction from
final answer generation improves evidence utilization.

Limitations. Performance degrades when answers must follow strict formats,
particularly for Factoid and List questions requiring precise structure. This suggests that
our current approach is not yet sufficient for fully reliable fine-grained formatting and
reasoning consistency. Additionally, we do not include direct ablation studies isolating
the contribution of auxiliary summary/table evidence to final VQA outcomes, so causal
attribution remains limited.

Future work. These limitations motivate future work on a more explicit separation
between vision, reasoning, and answer generation. Rather than asking a single model
to move directly from multimodal input to the final response, we aim for a pipeline that
first extracts the relevant visual evidence, then turns that evidence into an explicit proof,
and only afterwards phrases the final answer in the required form. This would make the
reasoning process less implicit and better aligned with the need for exact formatting and
stronger reasoning consistency. To this end, we will explore neuro-symbolic approaches
in which reasoning is carried out through code generation and execution rather than
only through free-form text generation. We expect this direction to make the system
more transparent, more verifiable, and more reliable.
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