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Abstract. Scientific figures encode critical experimental findings that are often not fully
captured in textual descriptions. Despite recent advances in MLLMs, their performance
on domain-specific scientific figures remains limited due to insufficient grounding in
relevant context. In this work, we focus on in Task 3 (summarization) and Task 4 (visual
question answering) of the Sci-ImageMiner 2026 challenge. We propose a structured
context augmentation approach that improves model performance by providing relevant
and well-organized contextual inputs. Our method extracts figure-centric and cross-
referenced textual evidence from scientific papers and integrates them into structured
prompts for model training. Experimental results show that our approach consistently
improves performance across both tasks. We achieve first place in both Task 3 and Task
4, demonstrating the effectiveness of structured contextual inputs for scientific figure
reasoning. Code is available at https://github.com/yuanjun0416/Sci-ImageMiner34
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1. Introduction

Scientific figures play a central role in conveying experimental findings, particularly
in specialized domains such as atomic layer deposition and etching (ALD/E). Key
scientific evidence, including variable relationships, numerical trends, and experimental
conditions, is often embedded in figures and only partially described in text. As a result,
understanding such figures requires not only visual perception but also the ability to
integrate domain-specific contextual information [1], [2].

Despite recent advances in multimodal large language models (MLLMs) [3], [4],
their performance on scientific figure understanding remains limited. Most existing
models are trained on general-domain data and evaluated on synthetic or simplified
benchmarks, which do not reflect the complexity of real-world scientific figures. In
practice, these models often struggle with fine-grained reasoning tasks, such as
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interpreting experimental trends or answering domain-specific questions, due to
insufficient grounding in relevant textual context.

The Sci-lmageMiner 2026 challenge addresses these limitations by focusing on real
scientific figures from ALD/E literature and defining tasks such as summarization and
visual question answering (VQA). Both tasks require models to jointly reason over visual
content and contextual evidence from the associated scientific document.

In this work, we observe that performance limitations in such tasks are primarily
caused by context misalignment [5], [6], rather than insufficient model capacity [7].
Specifically, directly feeding raw document text introduces substantial noise and
redundancy, while relying solely on figure captions provides insufficient information
for complex reasoning.

To address this issue, we propose a Structured Context Augmentation (SCA) frame-
work, which improves model performance by constructing relevant and well-organized
contextual inputs. Our approach extracts figure-centric information and cross-referenced
textual evidence from scientific papers, and integrates them into structured prompts for
model training and inference. This enables the model to better align visual content with
supporting scientific context.

We evaluate our approach on Task 3 (scientific figure summarization) and Task 4 (sci-
entific visual question answering) of the Sci-ImageMiner 2026 challenge. Experimental
results demonstrate that structured contextual inputs significantly improve performance
across both tasks. Our method achieves first place in both tasks, highlighting the
importance of effective context construction and alignment for domain-specific scientific
reasoning.

Our contributions are summarized as follows:

» We identify context misalignment as a key bottleneck in scientific figure understand-
ing tasks.

» We propose a structured context augmentation framework that constructs and
organizes relevant contextual signals for multimodal reasoning.

+ We demonstrate that improving contextual conditioning, rather than modifying
model architectures, leads to substantial performance gains on real-world scientific
datasets.

2. Method
2.1 Overview

We propose a Structured Context Augmentation (SCA) framework to improve scientific
figure reasoning by providing structured and relevant contextual inputs, without modifying
model architectures.

The framework consists of two components:

+ Structured Context Construction Module (SCCM)
» Response Distribution Alignment (RDA)

We adopt the Qwen3.5-VL model family as the backbone and focus on improving
contextual conditioning for multimodal reasoning.
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2.2 Structured Context Construction

Directly using full document text introduces substantial noise and redundancy. We
therefore construct structured contextual inputs by extracting figure-relevant information
from scientific papers.

2.2.1 Figure-Centric Context (FCC)

We extract figure captions corresponding to each subfigure as the primary contextual
signal. However, experimental results show that caption-only input provides limited
improvement, as captions typically lack sufficient detail for complex reasoning tasks.

2.2.2 Cross-Reference Context (CRC)

To address this limitation, we further incorporate textual evidence from the main body of
the paper. Specifically, we extract paragraphs that are semantically or explicitly related
to the target figure using a hybrid strategy:

» Rule-based matching (e.g., references such as “Fig. 1”)
» Keyword-based filtering
» Embedding-based similarity matching (used when explicit references are absent)

CRC provides detailed experimental descriptions and variable relationships,
complementing the high-level information from FCC.

2.2.3 Page-level Fallback Strategy

In cases where CRC cannot be reliably extracted, we adopt a page-level fallback strategy
by using all textual content from the page containing the figure. Although less precise,
this strategy improves recall of relevant information and yields consistent performance
gains.

2.3 Prompt Construction

We organize FCC, CRC, and task-specific signals into structured prompts for model
conditioning.

2.3.1 VQA Prompt

For VQA, the prompt integrates structured contextual inputs together with explicit output
constraints:

 Subfigure identifier

* Figure caption (FCC)
 Paper text (CRC)

* Question

» Answer type

The inclusion of answer type serves as an explicit control signal, constraining the
output space and improving prediction accuracy. A representative prompt is shown
below:

You are a Vision-Language model specialized in scientific visual reasoning.
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Context:

Subfigure: {subfigure_name}
Image Caption: {image_caption}
Paper Text: {paper_text}

Question: {question}
Answer Type: {answer_type}

Instruction:
Answer the question based only on the visual information and context.
Be concise and factual. Output only the answer.

2.3.2 Summarization Prompt

For summarization, we adopt a more concise prompt that primarily relies on FCC. We
observe that introducing additional textual context may introduce noise and degrade
performance. A representative prompt is:

You are a Vision-Language model specialized in understanding scientific figures.
Please analyze the subfigure labeled {subfigure_name} and write a concise summary.
Image Caption: {image_caption}

Focus on:

- variables or quantities

- key trends or relationships
- experimental conditions

Return a short but informative paragraph.

2.4 Response Distribution Alignment

Given structured contextual inputs, we perform supervised fine-tuning (SFT) to align
model outputs with task-specific response distributions.

We adopt a two-stage training strategy:

» Stage 1: Parameter-efficient adaptation. LoRA-based [8] fine-tuning is applied
while freezing visual and alignment modules, enabling stable learning of contextual
conditioning.

» Stage 2: Full-parameter fine-tuning. The entire model is further optimized to
jointly adapt visual and textual representations, enabling deeper integration of
contextual information.

This design reflects a coarse-to-fine adaptation paradigm, where context utilization
is first established and then refined through full-model optimization.

2.5 Training Details

We use LoRA for parameter-efficient fine-tuning in the first stage and full-parameter
optimization in the second stage by using ms-swift framework [9]. Long-context training
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is enabled with a maximum sequence length of 4096 tokens. Gradient accumulation and
checkpointing are applied to ensure stable optimization under long-context multimodal
inputs. We adopt the Qwen3.5-VL [10] backbone with bfloat16 precision and cosine
learning rate scheduling, and use a small learning rate during full fine-tuning to prevent
overfitting.

3. Experiments
3.1 Setup

We conduct experiments using the Qwen3.5-VL model family with different model scales
(4B, 35B). All models are evaluated on the official validation set using task-specific
metrics.

For VQA, performance is measured based on answer correctness across different
answer types. For summarization, we report standard metrics including ROUGE and
BERTScore.

3.2 Effect of Structured Context on VQA

We analyze the impact of structured context by progressively introducing FCC, CRC,
and the page-level fallback strategy. As shown in Table 1, performance consistently
improves as more contextual signals are incorporated.

Introducing FCC provides a moderate improvement over the no-context baseline,
indicating that figure captions offer useful but limited information. Adding CRC leads to
a substantial performance gain, demonstrating the importance of incorporating detailed
textual evidence from the paper for complex reasoning.

Finally, the page-level fallback further improves performance, suggesting that
increasing the recall of potentially relevant information is beneficial even when the
context is less precise.

These results show that VQA performance is highly dependent on the availability of
complementary contextual signals, and that combining high-level (FCC) and fine-grained
(CRCQC) information is critical for scientific reasoning.

Table 1. Effect of context augmentation on VQA performance

Qwen 3.5 4B Qwen 3.5 35B
No Context 0.273 0.282
+ FCC 0.287 0.295
+ CRC 0.303 0.305
+ Page-level 0.304 0.306

3.3 Effect of Context on Summarization

We further evaluate the impact of contextual signals on summarization, as shown in
Table 2. Compared to VQA, we observe a different trend.

Using FCC alone already leads to strong performance, indicating that concise
figure-centric information is sufficient for generating high-quality summaries. In contrast,
introducing additional cross-referenced context (CRC) does not improve performance
and may even introduce noise.
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This suggests that summarization primarily relies on extracting salient information
from the figure, rather than performing multi-step reasoning over extended context. As a
result, concise and focused inputs are more effective than richer but noisier contextual
signals for this task.

Table 2. Effect of context on summarization

Qwen 3.5 4B Qwen 3.5 35B
No Context 0.546 0.550
+ FCC 0.559 0.557
+ CRC 0.553 0.552
+ Page-level 0.551 0.549

3.4 Discussion

From the above results, we draw the following conclusions:

» FCC provides essential high-level context but is insufficient for complex reasoning

» CRC introduces critical fine-grained evidence that significantly improves VQA
performance

* Increasing context recall (via fallback) further enhances robustness

More importantly, the results highlight that performance gains are primarily driven
by effective contextual conditioning rather than model scaling. These findings indicate
that context construction and alignment constitute the primary bottleneck in scientific
figure understanding tasks.

4. Conclusion

We propose a structured context augmentation framework for scientific figure under-
standing, focusing on improving contextual conditioning rather than modifying model
architectures. Our approach constructs figure-centric and cross-referenced contextual
signals to enhance multimodal reasoning. Experiments on Sci-ImageMiner 2026 Tasks 3
and 4 show that structured context leads to consistent performance gains and achieves
first place on both tasks. We further observe that VQA benefits from rich contextual
inputs, while summarization favors concise signals. Overall, our results highlight that
context construction and alignment, rather than model scaling, are key to domain-specific
scientific figure understanding.
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