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Abstract. This report presents Team TeleOCR-VLs system for Tasks 2 and 3 of the
ICDAR 2026 Sci-ImageMiner Competition. Sci-ImageMiner focuses on scientific chart
understanding in real ALD/ALE research papers, requiring systems to extract structured
data from complex figures and generate summaries consistent with scientific context.
To address the challenges of complex layouts, dense numerical information, strong
structural dependencies, and domain-specific visual patterns, we build a structure-aware
multimodal OCR system based on TeleOCR-VL. The system combines large-scale
synthetic data augmentation, structure-content decoupled training, a vision-plus-context
modeling strategy, and multi-model voting. Experimental results show that our system
achieves a weighted score of 41.81 in Task 2 Data Table Extraction, ranking first, and a
weighted score of 0.54 in Task 3 Chart Summary Generation, ranking third. These results
indicate that a specialized OCR-VL system designed for scientific chart understanding
is more stable than general-purpose vision-language models in table structure recovery,
numerical extraction, and chart summary generation.
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1. Background

In materials science, scientific figures are not merely auxiliary illustrations; they often
contain key experimental results and quantitative conclusions. In high-precision domains
such as Atomic Layer Deposition (ALD) and Atomic Layer Etching (ALE), figures such
as XPS spectra, growth-per-cycle curves, Arrhenius plots, time-series plots, pulse
diagrams, and multivariate experimental charts directly reflect material structures,
process parameters, reaction mechanisms, and performance trends. Such information
is often difficult to reconstruct from the main text alone, as it is encoded in image pixels,
axes, curves, legends, annotations, and numerical labels.

Recent multimodal large language models have achieved remarkable progress
in natural image understanding, visual question answering, and document analysis
[1], [2]. However, scientific chart understanding remains challenging. First, scientific
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charts are strongly constrained by structure, where axes, ticks, curves, legends, and
annotations form complex spatial relationships. Second, scientific chart analysis requires
high numerical precision: a model must not only recognize text but also recover the
underlying numerical table. Third, ALD/ALE figures exhibit domain-specific visual and
semantic patterns that are not fully covered by generic chart datasets. Finally, chart
summary generation requires the model to describe visual content while maintaining
consistency in experimental facts, numerical trends, and domain terminology.

The Sci-ImageMiner competition provides a unified benchmark for these challenges.
Task 2 focuses on Data Table Extraction, where systems are required to recover
structured data from scientific charts. Task 3 focuses on Chart Summary Generation,
where systems generate summaries that follow scientific writing conventions based
on the chart image and related information. This report presents Team TeleOCR-VLs
solution for these two tasks.

2. Methodology
2.1 Overview of TeleOCR-VL

TeleOCR-VL is a multimodal OCR system designed for complex documents and scientific
charts. The system is built upon a vision encoder and a language model, and it
integrates structure-aware training and task-specific fine-tuning to convert images into
structured text, tables, and summaries. The language model of TeleOCR-VL is based on
TeleChat, developed by China Telecom Al, while the visual encoder adopts a NaViT-style
architecture. The overall model size is approximately 3B parameters. The model is
pre-trained on approximately 30M samples and further fine-tuned for Tasks 2 and 3 in
Sci-ImageMiner. The main configuration is shown in Table 1.

Table 1. Model and training configuration of TeleOCR-VL.

Item Configuration

Model TeleOCR-VL

Language model TeleChat, developed by China Telecom Al

Vision encoder NaViT-style vision encoder

Model size Approx. 3B parameters

Training data Approx. 30M samples

Pre-training Stage 1 Vision-language alignment, 1 epoch, Ir=2e-4
Pre-training Stage 2 Structure-aware OCR pre-training, 2 epochs, Ir=5e-5
Competition fine-tuning SFT for Task 2 and Task 3

Fine-tuning setting 10 epochs, Ir=1e-5

The goal of the system is not limited to recognizing text in figures. Instead, it aims
to recover structured information from scientific charts. For Task 2, the system extracts
tables, numerical values, row-column relationships, and hierarchical structures from
chart images. For Task 3, it generates scientific summaries based on visual content and
the structured information extracted from the chart.

2.2 Structure-Aware Training Strategy

The main difficulty of Task 2 is that the data table behind a scientific chart is usually not
explicitly presented as a table. Instead, it is implicitly encoded by axes, curves, legends,
ticks, and annotations. Therefore, the model must understand visual layouts, structural
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topology, and numerical content simultaneously. To address this issue, we adopt a
hierarchical training strategy that decouples structure and content by constructing two
categories of training samples.

The first category consists of structure-only samples. These samples preserve the
geometric topology of tables or charts while masking specific textual and numerical
content. This forces the model to focus on row-column relationships, header hierarchies,
cell organization, and spatial layout. This strategy strengthens the model’s ability to
perceive complex headers, sparse layouts, and nested structures, improving structural
recovery under the Tree-Edit-Distance-based Similarity (TEDS) metric.

The second category consists of full-content samples. These samples contain
structural information, textual elements, and numerical content, enabling the model to
learn the mapping from visual input to complete structured representations. This part
mainly improves the recognition of numerical values, units, axis ticks, and experimental
variables, helping reduce Root Mean Square (RMS) error.

By jointly training on structure-only and full-content samples, TeleOCR-VL can
optimize both structural recovery and numerical extraction, yielding more stable parsing
results for complex scientific charts.

2.3 Synthetic Scientific Chart Data Construction

Scientific chart annotation is expensive, and real ALD/ALE chart data are limited. To
alleviate this low-resource problem, we construct large-scale synthetic chart data using
rendering tools such as Matplotlib [3] and ideas from document/chart synthesis methods
[4].

The synthetic data used in the initial pre-training stage cover common chart types
such as line plots, scatter plots, heatmaps, radar charts, bar charts, and spectrum-style
plots. These samples help the model learn basic chart elements, coordinate systems,
legend relationships, and structured Markdown outputs. Figure 1 shows examples of
the generic synthetic charts used in the TeleOCR training stage.

Since Sci-ImageMiner focuses on ALD/ALE scientific figures, we further add task-
specific synthetic charts that better match scientific paper scenarios, including pulse
diagrams, time-series plots, XPS-like spectra, growth-per-cycle plots, and Arrhenius-
style curves. Figure 2 shows the task-specific scientific chart examples added for
Sci-lmageMiner.

These scientific chart samples better cover the visual morphology and data
distribution of real scientific figures, reducing the domain gap between generic charts
and ALD/ALE figures. During data generation, we randomize axis ranges, curve shapes,
noise levels, font styles, legend positions, line styles, and markers to improve the model’s
adaptability to real figures from research papers.

2.4 Vision-Plus-Context Modeling for Task 3

Task 3 requires the model to generate chart summaries. Unlike ordinary image
captioning, scientific chart summarization must accurately describe experimental
subjects, variable relationships, numerical trends, and scientific conclusions. Therefore,
we adopt a vision-plus-context modeling strategy during training.

The visual branch captures explicit chart content, including curves, axes, legends,
and structural relationships. The context branch uses available captions and related text
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Figure 1. Generic synthetic chart examples used in the TeleOCR training stage.
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Figure 2. Task-specific synthetic scientific chart examples added for the Sci-ImageMiner tasks.

fragments to provide experimental background, material names, and terminology hints.
All contextual inputs are restricted to information available under the official task setting.
This design supplements information that may not be directly visible from the figure and
helps the generated summaries follow scientific writing conventions.
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In this task, visual information provides the explicit chart content, while contextual
information supplies domain semantics and experimental background. Combining the
two enables the model to generate summaries that more accurately describe the chart
topic, variable relationships, trend changes, and scientific implications.

2.5 Inference and Voting Strategy

During inference, we adopt multi-model candidate generation and voting-based re-
ranking to improve the stability of structured extraction and summary generation.

For Task 2, multiple models or parameter configurations first generate candidate
structured results. The system then evaluates the consistency between candidates
through pairwise similarity. The composite similarity considers both structural similarity
and numerical error, where structural similarity is measured by TEDS and numerical
error is measured by RMS. The system selects the most stable candidate according to
the overall structural integrity and numerical accuracy. This strategy reduces topological
misalignment and numerical errors from single-model predictions, improving the reliability
of table structure recovery.

For Task 3, the system first generates multiple candidate summaries and computes
semantic consistency among them using BERT-based embedding similarity [5].
Candidates with stronger semantic consensus usually receive higher confidence. For
candidates with obvious semantic divergence, the system further uses structured table
results extracted from Task 2 as auxiliary evidence. If a candidate summary contains
numbers, trends, or entities that conflict with the structured result, its ranking score is
reduced or the candidate is removed. This mechanism improves the factual consistency
and scientific reliability of generated summaries.

TeleOCR-VL is not the only summary generator in Task 3. lts main role is to provide
structured extraction results from Task 2 as auxiliary information, helping the summary
generation module reduce numerical errors, trend errors, and entity conflicts.

3. Experimental Setup

All experiments were conducted on 8 NVIDIA A800 GPUs. We used a unified training
configuration: a batch size of 32, an initial learning rate of 5e-5, a cosine learning
rate schedule, 10 training epochs, the AdamW optimizer [6], and full fine-tuning. The
hyper-parameter settings are listed in Table 2.

Table 2. Hyper-parameter settings.

Hyper-parameter Value

Batch size 32

Learning rate 5e-5

Learning rate schedule Cosine

Epoch 10

Optimizer AdamW
Fine-tuning type Full fine-tuning

We compare three settings: original, Data Augmentation, and Data Augmentation
+ Vote. The original setting denotes the basic TeleOCR-VL configuration. Data
Augmentation adds synthetic scientific chart data. Data Augmentation + Vote further
introduces multi-model voting and consistency-based re-ranking.
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4. Experimental Results and Analysis
4.1 Overall Ablation Results

The results show that data augmentation and voting bring stable improvements on both
Task 2 and Task 3. The overall results are shown in Table 3.

Table 3. Overall ablation results on Task 2 and Task 3.

Method Task 2 Score? Task 3 Scoret
Original 36.82 0.49
Data Augmentation 40.53 0.53
Data Augmentation + Vote 41.81 0.54

For Task 2, Data Augmentation improves the score from 36.82 to 40.53, indicating
that synthetic scientific chart data effectively enhance the model’s generalization ability
for chart structures and numerical information. Adding the voting mechanism further
improves the score to 41.81, showing that multi-candidate consistency selection reduces
structural and numerical errors.

For Task 3, Data Augmentation improves the score from 0.49 to 0.53, indicating
that domain-adapted data improve summary quality. The score reaches 0.54 after
voting. Since the overall improvement is modest, this module is better interpreted as a
stability-enhancing strategy rather than the main source of performance gain.

4.2 Task 2 Metric Breakdown and Baseline Comparison

To better analyze structural recovery and numerical extraction in Task 2, we report
RMS, TEDS, and the weighted score, and compare our system with general-purpose
vision-language models. The results are shown in Table 4.

Table 4. Task 2 metric breakdown and baseline comparison.

Model RMS| TEDS?tT Scoret
Qwen3-VL-4B 25.31 49.64 30.15
Qwen3-VL-8B 21.84 5572 34.86
TeleOCR-VL 19.86 60.48 36.82
+ Data Aug. 18.11 64.72  40.53
+ Vote 17.23 66.39 41.81

The results show that general-purpose VLMs still struggle with scientific chart data
table extraction. Compared with Qwen3-VL-8B, TeleOCR-VL achieves better RMS,
TEDS, and overall score, indicating that a system specialized for OCR and scientific
chart structure modeling is more suitable for this task. After data augmentation, TEDS
increases from 60.48 to 64.72 and RMS decreases from 19.86 to 18.11, showing that
synthetic data improve both structural recovery and numerical extraction. With voting,
TEDS further increases to 66.39, RMS decreases to 17.23, and the final score reaches
41.81, demonstrating the reliability of the voting strategy.
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4.3 Analysis of Voting for Task 3

In Task 3, voting mainly improves the stability and factual consistency of summary
generation. Although the overall score only increases from 0.53 to 0.54, the sub-metrics
show that the strategy improves summary quality, as shown in Table 5.

Table 5. Sub-metric analysis of voting in Task 3.

Setting ROUGE-1t ROUGE-Lt BERT-Pt Scoret
Data Aug. 0.33 0.25 0.82 0.53
Data Aug. + Vote 0.35 0.28 0.83 0.54

ROUGE-1 increases from 0.33 to 0.35, indicating better coverage of key entities
and terms. ROUGE-L increases from 0.25 to 0.28, suggesting that the overall summary
structure is closer to the reference. BERTScore precision increases from 0.82 to 0.83,
indicating that voting filters out some semantically weaker or erroneous candidate
summaries. With auxiliary evidence from Task 2 structured results, the system reduces
numerical conflicts, trend errors, and entity inconsistencies, improving factual reliability.

4.4 Official Leaderboard Results

The official leaderboard further verifies the effectiveness of our system. The results are
shown in Table 6.

Table 6. Official leaderboard results.

Task Rank Participant Scoret
Task 2 1 TeleOCR-VL 41.81
Task 2 2 tirtha-v 40.80
Task 2 3 Ricoh_SRCB 38.67
Task 3 1 Ping An P&C 0.56
Task 3 2 Ricoh_SRCB 0.55
Task 3 3 TeleOCR-VL 0.54

TeleOCR-VL ranks first in Task 2, showing that structure-aware training, synthetic
scientific chart data, and voting effectively improve data table extraction. The system
ranks third in Task 3, showing that structured results can provide useful auxiliary evidence
for scientific chart summary generation.

5. Conclusion

This report presents Team TeleOCR-VLs system for the ICDAR 2026 Sci-ImageMiner
Competition, focusing on data table extraction and chart summary generation from
scientific figures. To address complex structures, dense numerical information, and
domain-specific visual patterns, we adopt structure-content decoupled training, large-
scale synthetic scientific chart data, task-specific supervised fine-tuning, multi-model
voting, and structured-result-assisted summary generation. These strategies improve
the stability of table structure recovery, numerical extraction, and summary generation.

Experimental results show that TeleOCR-VL achieves a weighted score of 41.81
and ranks first in Task 2, and achieves a weighted score of 0.54 and ranks third in Task
3. Compared with general-purpose vision-language models, TeleOCR-VL obtains better
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RMS, TEDS, and overall scores, demonstrating that a specialized OCR-VL system is
more suitable for complex scientific chart understanding.

There are still limitations. Synthetic charts may differ from real ALD/ALE figures in
visual style and domain distribution. In addition, the voting strategy in Task 3 provides
only a modest improvement in the overall score, mainly contributing to summary stability
and factual consistency. Future work will expand real scientific chart data, improve the
summary generation module, and enhance generalization to broader scientific chart
types.
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