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Abstract. We describe our system for the ICDAR 2026 Sci-lmageMiner competition,
covering figure panel classification (Task 1), data extraction (Task 2), summarization
(Task 3), and visual question answering (Task 4) on scientific figures from atomic layer
deposition and etching literature. For Task 1, we progress from CNN and zero-shot
VLM baselines through QLoRA fine-tuning of Qwen2.5-VL-7B-Instruct, finding that
short disambiguation descriptions injected only for the most confusable class pairs
improved fine-grained classification without degrading well-separated classes; a six-
model weighted ensemble achieved F1 =0.8059 on the CodaBench evaluation phase.
For Tasks 2—4, we fine-tune Qwen2.5-VL independently for each task and additionally
propose a cross-task context-injection pipeline that prepends the structured outputs
of earlier tasks to downstream prompts at inference time, grounding summarizations
and VQA answers in explicitly extracted values rather than visual estimation, without
additional training.

Keywords: Scientific Figure Understanding, Vision-Language Models, QLoRA, Chart
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1. Introduction

Scientific literature in materials science encodes experimental results in complex,
heterogeneous figures, line charts, X-ray photoelectron spectra, apparatus schematics,
and reaction energy profiles whose automated interpretation would substantially
accelerate meta-analysis and knowledge discovery. The ICDAR 2026 Sci-ImageMiner
competition [1] formalises this through four tasks on panel-level annotations of atomic
layer deposition (ALD) and etching (ALE) figures: Task 1, classification into a 49-class
taxonomy; Task 2, extraction of quantitative data as structured tables; Task 3,
generation of concise scientific summaries; and Task 4, visual question answering
at four answer-type levels.

We present our system and make three contributions. First, we conduct a
progressive model selection study for Task 1 (Section 4), beginning with CNN and
zero-shot VLM baselines, advancing through QLoRA fine-tuning of multiple architectures,
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and identifying a single Qwen2.5-VL model that approaches ensemble performance
on the development set at substantially lower inference cost. Second, we introduce
selective label hints (Section 4.3): targeted disambiguation descriptions restricted to
the ten most confusable class pairs, which improve fine-grained classification while
avoiding the interference caused by full-taxonomy description. Third, we propose a
cross-task context-injection pipeline (Section 5) that chains the structured outputs of
Tasks 1-3 into downstream prompts at inference time, providing qualitative grounding
for summarization and VQA by anchoring predictions to extracted table values rather
than visual estimation, without additional fine-tuning.

2. Related Work

Scientific figure understanding.

Early chart classification relied on rule-based colour and geometry analysis [2]. CNN-
based corpora such as DocFigure [2] (28 types) and ACL-Fig [3] established standard
augmentation sources. Sci-ImageMiner extends this to 49 fine-grained classes, many
differing only in subtle compositional properties. Data extraction has been studied via
FigureQA [4], DVQA [5], and ChartQA [6], though most benchmarks assume synthetic
charts; real scientific figures introduce irregular axes and non-standard colour encodings.

Vision-language models.

LLaVA [7], [8] demonstrated competitive zero-shot chart reasoning from a lightweight
vision-language projector. Qwen2.5-VL [9], Phi-3.5-Vision [10], and LLaMA-3.2-Vision
[11] reduce the gap to supervised baselines through larger pre-training corpora, though
zero-shot performance in specialised domains remains insufficient.

Parameter-efficient fine-tuning.

LoRA [12] constrains weight updates to a low-rank decomposition; QLoRA [13] further
quantises the frozen backbone to 4-bit NormalFloat, enabling single-GPU adaptation of
7B—11B parameter models. We use the PEFT library [14] with adaptors applied to the
four attention projection matrices.

Prompt-based class disambiguation.

Injecting label descriptions improves zero-shot and few-shot accuracy [15], but indis-
criminate full-taxonomy descriptions can degrade already-separable classes, a tension
our selective hint strategy addresses.

3. Dataset

The competition dataset provides panel-level annotations for ALD/ALE figures, including
bounding boxes, class labels, reference tables, summaries, and QA pairs. The Task 1
taxonomy spans 49 classes covering data plots (line charts, scatter plots, spectra, bar
charts), scientific diagrams (apparatus schematics, reaction schemes, process timing),
and miscellaneous types. The class distribution is highly imbalanced, with several
fine-grained subtypes having fewer than five training examples. Table 1 summarises the
dataset splits.
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Table 1. Dataset split statistics.

Split Figures Panels

Train 1,170 2,421
Dev 201 363
Test 580 1,121

For Tasks 2—4, the competition provided 12,667 extraction, 1,573 summarization,
and 3,041 VQA training samples. Task 1 augmentation used ACL-Fig [3] (3,961 samples)
and DocFigure [2], with class labels mapped to the nearest taxonomy categories.

4. Task 1: Figure Classification
4.1 Baselines
Zero-shot VLMs.

We evaluated LLaVA-v1.6-Mistral-7B [8], LLaVA-1.5-7B [7], Phi-3.5-Vision-Instruct [10],
and InstructBLIP-Vicuna-7B [16] with the full list of 49 class names. Dev macro F1
ranged from 0.09 to 0.17 across all four models; Table 4 reports the two representative
results. All four confirmed that zero-shot VLMs lack the domain grounding to resolve
fine-grained ALD/ALE subtypes.

CNN classifiers.

We trained EfficientNet-B0 [17], SwinV2-Base [18], and Inception-ResNet-v2 [19] for 30
epochs with cross-entropy loss on the competition data augmented with ACL-Fig, using
the timm library [20]. Dev macro F1 plateaued at 0.43 (SwinV2), with CNN features
insufficient to distinguish compositionally similar subtypes such as single versus stacked
spectra. Both model families motivated supervised VLM fine-tuning.

4.2 QLoRA Fine-Tuning and Model Selection

We fine-tuned Qwen2.5-VL-7B-Instruct [9] and Llama-3.2-11B-Vision-Instruct [11] using
QLoRA (a=2r, dropout=0.05, bfloat16), applying adaptors to all four attention projection
matrices. Two planned Llama runs with ACL-Fig augmentation at »=32 were not
completed due to out-of-memory errors (NVIDIA 2080 Ti, 11 GB VRAM). The prompt
enumerated all 49 class names and instructed the model to output only the predicted
category. Panels were resized to 448 x 448.

We ablated LoRA rank (r=16 vs. r=32), target module scope (attention-only vs.
attention + MLP), training data (competition-only vs. with ACL-Fig), and training duration
(3 vs. 5 epochs). Results are in Table 2. Three findings emerge: (i) r=32 consistently
outperforms r=16, indicating the task requires more capacity in the low-rank subspace;
(il) ACL-Fig augmentation benefits 5-epoch runs but not 3-epoch runs, suggesting the
model needs more gradient steps to absorb inter-domain examples; (iii) extending
adaptors to MLP layers (Q4) gives a marginal macro F1 gain but at higher memory
cost. We selected Q5 (r=32, attention-only, competition data, 5 epochs) as the single
deployed model, representing the best accuracy—memory trade-off.
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Table 2. Qwen2.5-VL-7B-Instruct configuration ablation on the dev set. o =2r throughout. Attn = attention
projections only; Attn+MLP = attention and MLP layers. Comp. = competition data; Comp.+ACL = with
ACL-Fig augmentation. Q2 and Q3 share all hyperparameters except learning rate (1 x 10~* and
2 x 104 respectively). Bold = selected configuration.

Run Modules Data Ep MacroF1 Wid F1
Q1 r=16, Attn Comp.+ACL 3 0.507 0.712
Q2 r=32, Attn Comp. 3 0.433 0.681
Q3 r=32, Attn Comp. 3 0.503 0.706
Q4 r=32, Attn+MLP Comp.+ACL 5 0.565 0.717
Q5 r=32, Attn Comp. 5 0.547  0.706

4.3 Selective Label Hints

Error analysis on Q5 revealed that misclassifications concentrated in a small set of
visually similar pairs: single versus multiple line charts, scatter versus multiple scatter
plots (especially with an overlaid fit curve), single versus stacked versus overlaid
spectra, and process timing versus other step-function plots. Plain class names provide
insufficient signals because the distinguishing features such as number of series, spatial
stacking, presence of a trend line are subtle relative to overall chart appearance.

Full-taxonomy description proved counterproductive: verbose prompts reduced
confidence on classes the model already classified correctly. We therefore inserted
short disambiguation hints only for the ten most confusable pairs, leaving all other class
names unchanged. Representative hints:

* line chart: “SINGLE data series as a continuous line/curve”

« scatter plot: “x-y data as DISCRETE POINTS or MARKERS; may include a single
fit/trend curve; SINGLE group”

» stacked spectra chart: “Multiple spectra VERTICALLY STACKED (offset along
y-axis)”

This improved dev macro F1 by 3-5 percentage points over full-description
prompting. An instructive failure during development: an initial scatter plot hint reading
“NO connecting lines” caused systematic errors on panels with a fit curve overlaid on point
data. Replacing the negatively framed description with a positive one (listing features
that are present) resolved the confusion, indicating that positive feature enumeration is
more reliable than negative exclusion under visual ambiguity.

4.4 Post-Processing

Model outputs occasionally used non-canonical label strings (e.g. “device structure”
rather than “device structure diagram”). A flag script identified two issue types: known
label mismatches (resolved automatically via a lookup table) and panels assigned the
class “unknown.” The 15 unknown panels were reviewed manually: 11 were reclassified
as reaction energy profile diagram, 1 as reaction scheme, and 3 as comparison table.
Across both correction types, 18 edits were applied, improving dev-set classification
metrics as shown in Table 3.

4.5 Competition Ensemble

For submission, we built a weighted majority-vote ensemble with each model weighted
by its dev macro F1, combining six models: Q5, L1, SwinV2+ACL-Fig, Inception-ResNet-
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Table 3. Effect of post-processing on dev-set classification metrics (Q5 with selective label hints).

Accuracy Precision Recall F1
Before 0.73 0.73 0.74 0.74
After 0.74 0.75 0.75 0.75
A +0.01 +0.02 +0.01 +0.01

v2, EfficientNet-B0, and a zero-shot Qwen2.5-VL prediction. The ensemble achieved
F1=0.8059 on the CodaBench evaluation phase. Critically, gains came exclusively from
combining VLMs with CNNs; combining Qwen and LLaMA alone degraded performance
due to ~47% disagreement on fine-grained class pairs, producing inconclusive vote
distributions. We discuss the implications of this for ensemble diversity in Section 8.
The ensemble represents the competition submission; Q5 with post-processing is the
recommended single-model deployment.

5. Cross-Task Context Injection

The four tasks are not independent. A model extracting data benefits from knowing the
chart type, since type determines the appropriate column schema. A summarization
model with an extracted table can cite measured values rather than estimate them
visually. A VQA model with access to type, table, and summary is better positioned to
answer numerical questions accurately. We exploit these dependencies by prepending
the structured text outputs of earlier tasks to the prompts of later tasks at inference time,
requiring no additional parameters or fine-tuning.

Each task output is encoded as a structured tag rather than free-form prose (e.g.
[Figure type: line chart] followed by a Markdown table), ensuring downstream
models can parse the injected context reliably. The pipeline was developed after the
competition submission deadline and is therefore evaluated on the development set
only; test-phase results for Tasks 2—4 reflect independent fine-tuning.

6. Tasks 2—4: Fine-Tuning and Hybrid Inference

All three models use Qwen2.5-VL-7B-Instruct with QLoRA at the same hyperparameters
as Task 1.

Task 2: Data Extraction.

Fine-tuned on 12,667 samples; prompted to produce a Markdown table with axis-
label column headers and units. Non-data panels (apparatus diagrams, image panels)
are prompted to return an empty table, suppressing hallucination on non-quantitative
inputs. In the hybrid pipeline, [Figure type: label] is prepended at inference time,
conditioning the model toward type-appropriate column structure.

Task 3: Summarization.

Fine-tuned on 1,573 samples to produce one-to-three sentence summaries identifying
chart type, axes, key trends, and numerical quantities. In the hybrid pipeline, both the
predicted figure type and the extracted table are injected, grounding the model in explicit
values and reducing numerical hallucination.
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Task 4: VQA.

Fine-tuned on 3,041 QA pairs across four answer types: Yes/No (340), Factoid (1,142),
List (201), and Paragraph (1,358). The answer type is specified in each prompt;
max new_tokens is set per type (80 /80 /120 / 300) to prevent truncation or padding. In
the hybrid pipeline, the full context chain (type, table, summary) is prepended to each
question.

7. Results
7.1 Task 1

Table 4 reports all classification experiments. Dev macro F1 is the per-class unweighted
average (sensitive to rare classes); dev weighted F1 applies class-frequency weights.
The progression from zero-shot VLMs (0.09—-0.17 macro F1) through CNN fine-tuning
(0.28-0.43) to QLoRA VLM fine-tuning (0.43-0.58) reflects the contribution of each
development stage. The gap between dev macro F1 (~0.57) and CodaBench F1 (0.8059)
is attributable to test-set class distribution differences: macro F1 penalises tail-class
failures heavily, while the competition metric weights frequent classes more.

Table 4. Classification results on the dev set and CodaBench eval phase. Comp. = competition data
(2,420 panels); Comp.+ACL = with ACL-Fig (3,961 panels). Ablation detail for Qwen experiments in

Table 2.
Model Data Ep MacroF1 Wid F1
Zero-shot baselines
LLaVA-v1.6-Mistral-7B — — 0.094 0.265
Phi-3.5-Vision-Instruct — — 0.173 0.409
CNN fine-tuned (Comp.+ACL, 30 epochs)
EfficientNet-BO Comp.+ACL 30 0.283 0.537
SwinV2-Base Comp.+ACL 30 0.426 0.640
Inception-ResNet-v2 Comp.+ACL 30 0.346 0.458
Llama-3.2-11B-Vision QLoRA (r=16, Attn)
L1 Comp. 3 0.581 0.737
L2 Comp. 6 0.574 0.738
Qwen2.5-VL-7B-Instruct QLoRA (ablation in Table 2)
Q1 Comp.+ACL 3 0.507 0.712
Q2 Comp. 3 0.433 0.681
Q3 Comp. 3 0.503 0.706
Q4 Comp.+ACL 5 0.565 0.717
Q5 (selected) Comp. 5 0.547 0.706
6-model ensemble (submission) — — 0.568 0.723
CodaBench eval phase F1 (ensemble) 0.8059
7.2 Tasks 2-4

Table 5 compares independent fine-tuning and the hybrid context-injection pipeline on
the identical development split. Table 6 reports the competition (CodaBench) test-phase
scores.
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Table 5. Dev-set comparison: independent fine-tuning vs. hybrid context-injection pipeline (same dev split
for both). Task 2 official metrics (TEDS/RMS) require CodaBench submission; string-similarity proxy is

shown instead.

Task Metric Dev (indep.) Dev (hybrid)
T2 Extraction String-simt 0.315 0.369
Weighted 0.504 0.498
T3 Summarization BERTScore F1 0.880 0.879
ROUGE-1/2/L 0.347/0.141/0.272 0.343/0.130/0.262
Weighted 0.545 0.542
Yes/No F1 0.861 0.853
T4 VQA Factoid ROUGE-L 0.323 0.319
List set-F1 0.122 0.123
Paragraph BERTScore F1 0.873 0.872

TOfficial TEDS/RMS require CodaBench submission; string-similarity (average token-level F1
across rows) is used as a proxy for dev-set comparison only.

Table 6. Test-phase (CodaBench) scores for Tasks 2—4, using independent fine-tuning (competition

submission).
Task Metric Test
Weighted 40.8
T2 Extraction TEDS 64.3
RMS 17.3
Weighted 0.530
T3 Summarization BERTScore F1 0.813
ROUGE-1/2/L 0.331/0.140/0.269
Weighted 0.225
Yes/No F1 0.844
T4 VQA Factoid ROUGE-L 0.352
List set-F1 0.047
Paragraph BERTScore F1 0.713

8. Discussion
Ensemble diversity.

Gains came entirely from combining VLMs with CNNs, not from combining two VLMs.
The 47% disagreement rate between Qwen and LLaMA on fine-grained class pairs
indicates shared representational failure modes, not complementary errors. For fine-
grained visual taxonomies, architectural diversity, convolutional versus attention-based
inductive bias, is a more reliable source of ensemble gain than model-family or training-
data diversity within the VLM paradigm.

Selective hints and hint formulation.

The failure of the initial scatter plot hint (“NO connecting lines”) relative to its positive
reformulation illustrates a general principle: under visual ambiguity, a model asked to
confirm the absence of a feature must reason about negation, which is harder than
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matching an observed feature to a described one. Effective disambiguation hints should
enumerate what is present, not what is absent.

Context injection and error propagation.

Comparing independent fine-tuning and the hybrid pipeline on the same dev split
(Table 5), context injection produces negligible aggregate changes: Task 3 weighted
0.504 — 0.498 (—0.006) and Task 4 weighted 0.545 — 0.542 (—0.003), well within
evaluation noise. The benefit of context injection is therefore not aggregate score
improvement but qualitative grounding: summaries injected with an extracted table cite
specific measured values rather than estimating them visually, and VQA answers for
numerical questions are better anchored to the figure content. A new failure mode
arises when extraction returns an empty table, the model occasionally confabulates
numerical values for non-data panels, apparently having learned from fine-tuning that
summaries contain numbers. A natural mitigation is to condition downstream prompts
on an extraction confidence signal that suppresses numerical claims when the table is
empty.

Extraction and VQA metrics.

The TEDS-RMS disparity (64.3 vs. 17.3 for Task 2) reflects that extraction failures
tend to preserve table structure while corrupting numerical values, arising from three
recurring causes: multi-panel figures, non-standard axis formats, and colour-encoded
data requiring colorbar parsing. The near-zero list set-F1 (0.047 for Task 4) likely
understates actual performance: the strict set-matching criterion assigns zero to any
answer differing from the reference in ordering, partiality, or surface form.

Hallucination and error propagation.

A key limitation of the proposed VLM-based pipeline is the potential for hallucinations,
whose effects are difficult to quantify in a multi-stage setting. While hallucination
evaluation is well studied for single-task benchmarks such as question answering
[21], comparable methodologies for sequential pipelines remain largely unexplored.
Furthermore, errors introduced in upstream stages, such as classification or data
extraction, can propagate through downstream components, leading to cumulative
performance degradation. As a result, assessing the reliability of individual modules
independently may not fully capture end-to-end system behavior. Future work will focus
on developing synthetic benchmarks that enable stage-wise tracking of hallucinations
and error propagation, facilitating more rigorous evaluation and identification of failure
modes.

9. Conclusion

We presented a system for ICDAR 2026 Sci-lmageMiner that achieves competitive
performance across all four tasks through QLoRA fine-tuning of Qwen2.5-VL, selective
label disambiguation, and inference-time context chaining. The central methodological
finding is that architectural diversity drives ensemble gains more reliably than model-
family diversity, and that targeted prompt engineering outperforms exhaustive description
in fine-grained classification. Future work should address extraction quality on colour-
encoded and multi-panel figures, and explore joint multi-task fine-tuning to reduce
cumulative error propagation through the context-injection chain.
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