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Abstract. This paper presents a solution to the Sci-ImageMiner Competition: Task
1 (classification) at ICDAR 2026. The objective is to accurately classify individual
scientific figure panels from Atomic Layer Deposition and Etching (ALD/E) literature into
a domain-specific taxonomy. We formulate this challenge as a conditional text generation
problem rather than a traditional discriminative classification task. By employing
Low-Rank Adaptation (LoRA), we efficiently fine-tune the Qwen2.5-VL-7B-Instruct
vision-language model to directly generate taxonomy-aware class labels in natural
language, conditioned on cropped panel images and a taxonomy-aware structured
prompt. This generative approach retains the model’s pre-trained scientific visual
reasoning capabilities without requiring architectural modifications. Our proposed system
demonstrates highly competitive performance, achieving a micro F1 score of 0.77 and
securing 3rd place on the official evaluation leaderboard.

Keywords: Scientific Figure Classification, Vision-Language Models, Low-Rank Adapta-
tion, Generative Classification

1. Introduction

Scientific literature relies heavily on graphical representations to communicate complex
information, as figures serve as a rich and compressed source of data. Automatically
decoding and processing data from scholarly figures is highly beneficial for downstream
tasks like visual question answering, yet it remains challenging due to their diverse
types, multimodal nature, and the complex relationships between their components.
In materials science, particularly within Atomic Layer Deposition and Etching (ALD/E)
research, quantitative plots such as spectra charts and phase diagrams are critical to
scientific reasoning.

The automated analysis of scientific figures has gained significant traction in recent
years, driven by the need to decode complex visual data. Benchmarks such as Sci-
FIBench [1] and the SciVQA dataset [2] have been established to investigate how models
interpret scientific plots and perform structural reasoning. These benchmarks highlight
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that domain-specific type classification remains a fundamental prerequisite for more
advanced reasoning tasks. Historically, systems designed for figure classification relied
on two-stage pipelines that first extracted visual features using convolutional networks
and subsequently applied an independent classifier. Recently, however, the paradigm
has shifted toward end-to-end approaches utilizing Multimodal Large Language Models
(MLLMs) [3]. By directly processing both image and text modalities, these models
preserve vital visual contexts that two-stage pipelines often discard. Furthermore, while
foundational vision-language models possess broad visual perception capabilities, they
frequently require domain-specific adaptation to handle specialized scientific taxonomies.
Consequently, parameter-efficient techniques like Low-Rank Adaptation (LoRA) [4] have
emerged as the standard for fine-tuning these massive architectures, allowing them
to adapt to complex academic domains efficiently without suffering from catastrophic
forgetting.

Sci-ImageMiner Competition (https://sites.google.com/view/sci-imageminer) at
ICDAR 2026 formalizes this challenge by providing a curated dataset of annotated ALD/E
figures with a domain-specific taxonomy of panel types. In this paper, we describe our
approach to Task 1: Classification, which requires predicting the figure type for each
labeled panel region within a compound figure.

Motivated by these advancements, our key insight is that modern VLMs already
possess strong scientific visual understanding from large-scale pre-training. Rather than
attaching a traditional discriminative classification head, which discards the model’s
native language understanding, we formulate panel classification as a conditional text
generation task. To bridge the gap between general pre-training and the specific ALD/E
taxonomy, we fine-tune the Qwen2.5-VL-7B-Instruct [5] VLM. By applying LoRA [4], we
adapt the VLM to generate the exact taxonomy class label as a natural-language text.

2. Problem Formulation

Given a compound scientific figure image I and a set of N panel bounding boxes
B = {b1, b2, . . . , bN}, where each bi = (x, y, width, height) defines the spatial coordinates
of the i-th panel. Let C = {c1, c2, . . . , cK} represent the predefined domain-specific
taxonomy of K figure types (e.g., spectra charts, phase diagrams). The fundamental
objective of the classification task is to map each isolated panel image, denoted as the
cropped region I(bi), to its corresponding ground-truth category c∗ ∈ C.

Traditional discriminative approaches frame this as learning a mapping function
f : I(bi) → RK that outputs a probability distribution over the K discrete classes.
In this work, we fundamentally redefine the classification task as a conditional text
generation problem. Let Mθ be an autoregressive VLM parameterized by θ. We construct
a structured, taxonomy-aware text prompt P that contains all valid categories in C and
instructs the model to identify the figure type. Instead of predicting a class index, the
model is tasked with generating a sequence of text tokens Y = (y1, y2, . . . , yT ) that
is the natural-language name of the target class c∗. The optimization objective is to
minimize the causal language modeling loss over the generated tokens. We maximize
the conditional log-likelihood of the target text sequence given the visual context and
the prompt: L(θ) = −

∑︁T
t=1 logP (yt | I(bi), P, y<t; θ) where y<t represents the previously

generated tokens. During the fine-tuning process, the loss is computed exclusively on
the generated tokens Y , while the prompt tokens P are masked. At inference time, the
model yields a free-form text string Ŷ , which is subsequently resolved back into the
discrete label space C via a deterministic string-matching.
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Figure 1. Workflow of the proposed solution. The pipeline consists of panel extraction and preprocessing
via bounding boxes, LoRA fine-tuning of a foundational vision-language model, and taxonomy-aware

prompting for class label generation.

3. Proposed Solution

We design an end-to-end generative classification pipeline. Figure 1 presents the
workflow of the proposed solution. Our approach consists of three primary stages:
(1) extracting and preprocessing individual figure panels using the provided bounding
box, (2) applying LoRA fine-tuning to a foundational vision-language model, and (3)
employing a taxonomy-aware prompting strategy to generate specific class labels.

3.1 Panel Extraction and Preprocessing

Compound scientific figures typically consist of multiple distinct sub-figures or panels.
To isolate the specific region of interest for classification, we dynamically crop individual
panels from the source image using the provided bounding box coordinates. To ensure
pipeline robustness during both training and inference, we implement a series of
geometric safety checks. These checks detect and filter degenerate bounding boxes,
including those with zero area, out-of-bounds coordinates, or non-finite spatial values. In
instances where a bounding box is invalid or entirely absent, the system conservatively
defaults to utilizing the full uncropped image as the visual input.

3.2 Vision-Language Model Finetuning

We select Qwen2.5-VL-7B-Instruct [5] as our base vision-language model. This 7-billion-
parameter architecture natively supports interleaved image-text inputs and possesses
a robust foundation in scientific visual reasoning derived from large-scale pre-training.
Furthermore, its instruction-tuned variant is inherently structured for conversational
user-assistant dynamics, making it highly compatible with our conditional text generation
formulation.

Given the immense parameter count of the base model, full fine-tuning is computa-
tionally extensive and prone to catastrophic forgetting. Therefore, we utilize LoRA [4] to
inject trainable rank-decomposition matrices into the frozen base model.

Crucially, we diverge from the common practice of adapting the attention blocks
solely. Scientific figure understanding frequently requires learning novel visual feature
combinations that may be absent from general pre-training distributions. To maximize
the model’s expressive capacity for the domain-specific ALD/E taxonomy, we target all
projection matrices.
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3.3 Taxonomy-Aware Prompting and Inference

A primary challenge of generative classification is preventing the model from producing
out-of-domain text or hallucinated labels. We mitigate this through a strict taxonomy-
aware prompting strategy. During both training and inference, the input prompt explicitly
enumerates every valid figure type within the competition taxonomy. The model is
explicitly instructed to respond only with the exact category name.

During the training phase, the loss is computed solely on the target label generation,
with all prompt tokens masked. At inference time, the model generates a free-form text
string. To reliably map this generated output back to the required discrete label space,
we implement a deterministic matching cascade:

• Exact Match: The system first attempts a strict, case-insensitive match against
the official taxonomy strings.

• Substring Match: If an exact match fails, it falls back to bidirectional substring
matching to catch minor formatting artifacts.

• Unknown Fallback: If both matching criteria fail, the prediction is conservatively
defaulted to the “unknown” class.

This generation-based inference ensures that the model’s outputs are robust to
minor linguistic variations while strictly adhering to the standardized taxonomy required
for competition evaluation.

4. Experiments and Results

4.1 Experimental Setup

All models were trained end-to-end utilizing a single NVIDIA A100 GPU. To optimize
memory and computational efficiency, the training process employed Bfloat16 mixed-
precision. We optimized the network using the AdamW optimizer, initialized with a peak
learning rate of 1× 10−4 and a weight decay of 0.01. The learning rate was modulated
using a cosine annealing schedule with an initial linear warmup phase covering 5% of
the total training steps. To maintain stable training dynamics, gradients were clipped to
a maximum norm of 1.0. Due to memory constraints associated with the 7B-parameter
architecture, the per-device micro-batch size was restricted to 2. However, we applied a
gradient accumulation factor of 8 to achieve a larger effective batch size of 16. The model
was trained for a maximum of 3 epochs. To adapt the VLM efficiently, we employed LoRA
[4]. The adaptation process was configured with a rank (r) of 32 and a scaling factor (α)
of 64 , resulting in a scaling ratio of α/r = 2 that serves as a moderate learning-rate
multiplier for the trainable LoRA parameters. A dropout rate of 0.05 was applied to the
LoRA layers to mitigate overfitting, and no biases were updated during training. Crucially,
we extended the adaptation beyond the standard attention modules by targeting all
projection within each transformer layer. We utilise standard train/validation/test split
provided in the competition. All the results reported on test set.

4.2 Evaluation Metrics

To evaluate the model performance, we use micro averaged accuracy, precision, recall,
F1-score. The primary evaluation metric for Task 1 of the Sci-ImageMiner competition is
the micro F1 score.
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4.3 Model Comparison and Architectural Analysis

Table 1 presents perfromance of various models, ranging from CNN to VLMs. These
experiments aimed to quantify the impact of model scale, domain-specific pre-training,
and generative fine-tuning strategy.

We initially established baselines using standard vision architectures. A fine-tuned
ConvNeXt-Tiny [6] model yielded poor results. This indicates that traditional discrimina-
tive vision models, lacking robust language understanding and large-scale multimodal
pre-training, struggle to interpret the complex, data-dense structures of scientific plots.
To test whether domain-specific knowledge would improve discriminative performance,
we fine-tuned BioMedCLIP-PubMed [7]. While performance improved to an F1 score of
0.37, it remained insufficient for the competition. This highlights a critical domain gap:
visual representations learned from the biomedical literature do not seamlessly transfer
to the highly specialized physical sciences and materials engineering domains (ALD/E).

Table 1. Performance comparison of various models on validation set

category Model Accuracy Precision Recall F1 Score

fine-tuned
ConvNeXt-Tiny [6] 0.16 0.26 0.16 0.20
BioMedCLIP-PubMed [7] 0.30 0.45 0.31 0.37

zero-shot
Qwen2.0-2B-Instruct 0.40 0.46 0.42 0.44
Qwen2.5-VL-7B-Instruct [5] 0.52 0.53 0.55 0.54

Qwen2.5-VL-7B-Instruct (LoRA fine-tuned) 0.76 0.79 0.75 0.77

Shifting to the generative paradigm, we evaluated the zero-shot capabilities of
foundational VLMs using our taxonomy-aware prompting strategy. The lightweight
Qwen2.0-2B-Instruct [8] achieved F1 score of 0.44, outperforming the fine-tuned models.
Scaling up the architecture to Qwen2.5-VL-7B-Instruct [5] further elevated the zero-shot
F1 score to 0.54. This clearly demonstrates that larger VLMs possess a vastly superior
innate capacity for scientific visual reasoning and zero-shot taxonomy mapping.

The most significant performance gain was achieved through applying LoRA to
the VLM. Fine-tuning the Qwen2.5-VL-7B-Instruct model resulted in a significant
performance improvement, elevating the F1 score from 0.54 to 0.77. This ablation
confirms our hypothesis. While massive VLMs contain strong foundational knowledge of
scientific figures, their zero-shot outputs are often misaligned with rigid, highly specific
competition taxonomies. Generatively fine-tuning the model using LoRA across all
projection layers successfully bridged this gap, tightly aligning the VLM’s expansive
visual perception with the precise label space required for the ALD/E domain.

4.4 Leaderboard Result Analysis

Table 2. Official leaderboard results for Task 1 (Classification – Evaluation Task).

Rank Team Accuracy Precision Recall F1 Score

1 Ricoh SRCB 0.79 0.82 0.80 0.81
2 pana19 0.76 0.78 0.77 0.77
3 IIT PATNA CV 1 0.76 0.79 0.75 0.77
4 Zoloz-RealDoc 0.75 0.76 0.76 0.76
5 rithikasai 003 0.74 0.75 0.75 0.75
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(a) Correct prediction

Image

Actual Label apparatus diagram multiple line chart reaction energy profile diagram
Predicted Label apparatus diagram multiple line chart reaction energy profile diagram

(b) Misprediction

Image

Actual Label multiple scatter plot stacked spectra chart process flow diagram
Predicted Label multiple line chart multi spectra chart workflow diagram

Figure 2. Qualitative analysis of the proposed framework. (a) correctly classified panels and (b)
mispredictions, showing the actual versus predicted taxonomy label for each of six representative panels.

The official evaluation for the Sci-ImageMiner 2026 Task 1: Classification concluded
with highly competitive results, as detailed in Table 2. Our generative approach (team:
IIT PATNA CV 1) secured 3rd place with F1 score of 0.77, effectively tying for the
second-highest F1 metric alongside the 2nd-ranked team (pana19).

Notably, our system demonstrated superior precision compared to the runner-up.
This elevated precision confirms the efficacy of our taxonomy-aware prompting strategy,
which successfully constrained the output generation to minimize false positives. The
leading entry by Ricoh SRCB established the state-of-the-art with F1 score of 0.81,
highlighting the margins and difficulty of the benchmark.

4.5 Qualitative Analysis

Figure 2 presents a qualitative analysis of the proposed solution, illustrating both suc-
cessful predictions and misclassifications. The correctly classified examples demonstrate
that the model can align visual structure with the competition taxonomy across different
scientific figure families, including plot-like panels and diagrammatic panels. In contrast,
the misclassified examples reveal that most errors arise when visually similar classes
share common graphical cues, such as single versus multiple line/scatter plots or
spectra-like panels with multiple curves. These failures suggest that future improvements
should focus on finer-grained discrimination among closely related taxonomy classes
and on stronger use of axis labels, legends, and panel-level context.

Overall, these examples suggest that the model has learned the coarse visual
semantics of the Sci-ImageMiner taxonomy, but further gains require more precise
discrimination among fine-grained plot categories.

5. Conclusion

In this paper, we presented a generative vision-language framework for the Sci-
ImageMiner 2026 Classification Task at ICDAR. Moving away from traditional discrim-
inative classifiers, we formulated scientific figure panel classification as a conditional
text generation problem. By applying LoRA across all projection layers of the
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Qwen2.5-VL-7B-Instruct model, we successfully adapted a foundational multimodal
architecture to the highly specialized domain of ALD/E materials science literature.

Our framework demonstrated robust and highly competitive performance, securing
3rd place on the official evaluation leaderboard with micro F1 score of 0.77. The
integration of a strict taxonomy-aware prompting strategy proved particularly effective;
by explicitly constraining the model’s output space to valid category names, we
achieved superior precision and successfully mitigated out-of-domain text generation.
Furthermore, our ablation studies confirmed that while VLMs possess strong zero-shot
scientific reasoning, parameter-efficient generative fine-tuning remains strictly necessary
to align their broad visual perception with rigid competition taxonomies.

Beyond this specific classification challenge, our generative formulation establishes
a unified and extensible framework for document understanding. Because the model na-
tively generates natural language rather than discrete logits, the underlying architecture
requires no structural modifications to tackle more complex multimodal objectives. Future
work will explore expanding this pipeline to address the subsequent Sci-ImageMiner
tasks, such as structured data extraction, summarization, and scientific visual question
answering.

Data Availability Statement

The dataset used in this work was provided by the organizers of the Sci-ImageMiner
2026 Competition. It is publicly accessible via the official GitHub repository: https:
//github.com/sciknoworg/sci-imageminer/.No independent data were generated or
collected by the authors for this work.

Underlying and Related Material

To ensure full reproducibility, the complete source code, training scripts, and configuration
files utilized in this study are publicly accessible on GitHub at: https://github.com/sasmi
t545/ICDAR 2026. The corresponding pre-trained model weights are accessible through
the Hugging Face Hub.

Author Contributions

Author contributions are described following the CRediT (Contributor Roles Taxonomy)
framework [9]:

• Soumyajyoti Mohanta: Conceptualization, Methodology, Software, Validation,
Formal Analysis, Writing – Original Draft.

• Shresth Kasyap: Conceptualization, Methodology, Investigation, Formal Analysis,
Writing – Original Draft.

• Sasmit Shashwat: Conceptualization, Methodology, Software, Investigation.
• Utsav Kumar Nareti: Conceptualization, Validation, Investigation, Supervision,

Writing – Review & Editing.
• Saba Akram: Conceptualization, Supervision, Writing – Review & Editing.
• Chandranath Adak: Conceptualization, Supervision, Writing – Review & Editing.

7

https://github.com/sciknoworg/sci-imageminer/
https://github.com/sciknoworg/sci-imageminer/
https://github.com/sasmit545/ICDAR_2026
https://github.com/sasmit545/ICDAR_2026


Mohanta et al. | Open Conf Proc 10 (2026) ”Sci-ImageMiner - Information Extraction from Atomic Layer Deposition/Etching (ALD/E)
Scientific Figures”

Competing Interests

The authors declare that they have no competing interests.

Funding

This research received no specific external funding. Compute resources were provided
by the Indian Institute of Technology Patna through institutional infrastructure support.

Acknowledgement

The authors extend their sincere gratitude to the Sci-ImageMiner 2026 organizing
committee, including Fahad Ahmed, Jennifer D’Souza, Eleni Poupaki, Alex Watkins, Bora
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