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Abstract. Code reviews are a central component of collaborative software development, yet 
they often require considerable manual effort in practice. Ensuring consistent compliance with 
project-specific standards can be challenging, particularly when these standards require con-
textual interpretation of code, naming conventions, or documentation. 

This paper presents an LLM-based prototype designed to support the application of a 
documented rule catalog within GitLab merge requests. The agent is integrated into the exist-
ing workflow and is triggered automatically by merge request events. It analyzes the source 
code contained in a merge request and evaluates it against explicitly defined project rules. 

To ensure structured and consistent output, a predefined JSON schema guides the 
model’s response and enables validation before publication. Invalid or non-parseable outputs 
are detected and not posted to the merge request. 

The approach is not intended to replace human reviewers, but to support them in the 
systematic application of documented project standards. The implementation demonstrates 
the technical feasibility of integrating rule-based governance with LLM-supported contextual 
interpretation in a practical GitLab workflow. 

Keywords: Large Language Models, Code Review, GitLab, Software Engineering, Automated 
Analysis 

Ein LLM-basierter Agent zur Standardprüfung 
von GitLab Merge Requests 

Ein strukturierter Ansatz zur transparenten und regelbasierten 
Unterstützung von Code Reviews  

Zusammenfassung. Code Reviews sind ein zentraler Bestandteil kollaborativer Softwareent-
wicklung, erfordern in der Praxis jedoch einen erheblichen manuellen Aufwand. Insbesondere 
die konsequente Einhaltung projektspezifischer Standards stellt eine Herausforderung dar, 
wenn diese ein kontextbezogenes Verständnis des Codes voraussetzen. 
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In dieser Arbeit wird ein LLM-basierter Prototyp vorgestellt, der einen dokumentierten Re-
gelkatalog automatisiert auf GitLab-Merge-Requests anwendet. Der Agent wird durch ein 
Merge-Request-Ereignis ausgelöst und analysiert den im jeweiligen Merge Request enthalte-
nen Quellcode. Grundlage ist ein explizit definierter Regelkatalog, der sowohl formale Format-
vorgaben als auch dokumentations- und terminologiebezogene Anforderungen umfasst. Die 
generierten Hinweise werden strukturiert als Kommentar im Merge Request veröffentlicht. Zur 
Sicherstellung einer konsistenten Ausgabe wird ein JSON-Schema eingesetzt, das die Model-
lantwort validiert und nicht parsebare Ausgaben erkennt. 

Ziel des Ansatzes ist es nicht, menschliche Reviewer zu ersetzen, sondern sie bei der 
systematischen Anwendung definierter Projektregeln zu unterstützen. Die Arbeit zeigt, dass 
die Integration eines LLM in einen bestehenden GitLab-Workflow technisch realisierbar ist. 

Stichwörter: Large Language Models, Code Review, GitLab, Software Engineering, 
Semantische Standardprüfung 

1. Introduction

In modern software projects, changes to source code are frequently integrated through merge 
requests in version control systems such as GitLab [1]. The associated code review process 
serves quality assurance purposes as well as the enforcement of project-specific development 
guidelines. 
In practice, this review is predominantly performed manually and strongly depends on the ex-
perience and available resources of the involved individuals. Standards that require contextual 
interpretation are not always fully considered. 

Within the scope of this work, the term “semantic” is not understood in the sense of formal 
program verification, but rather describes the contextual interpretation of documented project 
rules that go beyond purely syntactic checks. Against this background, the study investigates 
to what extent Large Language Models can be used to support such context-sensitive standard 
compliance within the code review process. 

2. Related Work

2.1 Classical and Rule-Based Approaches to Code Review

Static code analysis, linting tools, and rule-based checks integrated into CI/CD pipelines rep-
resent established approaches to automated code verification. These tools are particularly ef-
fective for enforcing formal and syntactic rules, such as formatting conventions, naming pat-
terns, or potential runtime errors. 

Empirical studies indicate that approximately 75% of issues identified during code review 
relate to evolvability, whereas only about 25% concern functional defects [2]. Aspects such as 
maintainability, documentation quality, or consistent project structure, however, can only be 
captured to a limited extent through purely formal rules. 

In addition to rule-based methods, machine-learning techniques have been explored for 
the analysis of software artifacts. Examples include defect prediction and reviewer recommen-
dation systems. These approaches typically require large training datasets and are therefore 
often difficult to adapt to project-specific development standards. 

2.2 Large Language Models in Code Review 

With the emergence of large language models (LLMs), new possibilities for analyzing source 
code have been introduced. Recent studies investigate the application of LLMs to support code 
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reviews, for example by identifying potential defects, suggesting improvements, or evaluating 
general code quality aspects such as readability and structure [3]. 

While these approaches demonstrate promising capabilities, the systematic application of 
explicitly defined project rules has so far received limited attention. In particular, the integration 
of LLM-based analysis into existing development workflows while considering project-specific 
coding standards remains an open research challenge. 

3. Approach and System Overview

To address these limitations, we propose an LLM-based agent that evaluates merge requests 
with respect to explicitly defined project standards.Within the scope of this work, a functional 
prototype was developed. It is integrated into the GitLab merge request process and is trig-
gered via a webhook. Upon receiving a merge request event, the agent analyzes the source 
code contained in the merge request as well as relevant metadata. The current code state 
within the merge request is transmitted to a Large Language Model together with a project-
specific rule catalog. The model is accessed via the Helmholtz “Blablador” backend service 
[4], which provides a centralized interface for large language model inference within institu-
tional infrastructure. 

The rule catalog is stored as a documented file in the repository and defines formal as well 
as context-related requirements, for example regarding indentation, naming conventions, or 
terminology. The rule catalog includes requirements that extend beyond purely syntactic 
checks. For example, it enforces consistent terminology across the repository (e.g., avoiding 
mixed usage of “color” and “colour”), descriptive variable naming without abbreviations, and 
detailed documentation of function parameters and return values. These rules require contex-
tual interpretation of the code and its documentation rather than simple pattern-based valida-
tion.The model response is converted into a predefined JSON structure. Non-parseable or 
erroneous outputs are detected and not published. The validated feedback is subsequently 
posted as a structured comment in the respective merge request. 

The prototype was tested in a controlled environment. The results indicate that both formal 
violations and certain context-dependent rule violations can be identified. However, a system-
atic quantitative evaluation was not part of this work. 
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4. Exemplary Application 

Figure 1. Workflow of the automated merge request analysis 

Figure 1 illustrates the workflow of the automated analysis of a merge request. The agent is 
triggered by the corresponding event and evaluates the code contained in the merge request 
based on the defined rule catalog. 
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Figure 2. Example of an automatically generated review comment in a GitLab merge request  

Figure 2 shows an example of an automatically generated comment in a GitLab merge 
request. 

5. Comparison of Existing Approaches 
Table 1. Comparison of classical tools, LLM-based code review approaches, and the presented sys-

tem. 

 

Criterion    Classical Tools  LLM-Based 
Approaches  

Presented 
Prototype    

Focus Syntax and 
formatting rules 

 General code 
quality 

Project-specific 
standard compliance 

Semantic 
understanding 

Strongly limited   Potentially high Limited testing 

Rule definition Hard-coded   Implicit in the model  Explicit in the rule 
catalog 

Transparency  High Partially limited Traceable through 
rule reference 

Integration    CI/CD pipelines  Partially integrated  GitLab webhook 

Criterion     Classical Tools  LLM-Based 
Approaches  

Presented 
Prototype     
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The comparison highlights differences between classical tools, general LLM-based ap-
proaches, and the prototype developed in this work. 

6. Discussion 

The conducted tests suggest that the approach appears particularly suitable when project rules 
are clearly formulated. At the same time, the quality of the analysis strongly depends on the 
formulation of the rules as well as on the model used. Since no structured comparative study 
was conducted, no reliable statements can be made regarding efficiency gains or quality im-
provements. 

Furthermore, the system is model-dependent. Different models may produce varying as-
sessments. Issues of data security as well as potential on-premises solutions should therefore 
be systematically addressed in future work. 

7. Conclusion and Outlook 

This work presented an LLM-based prototype for supporting code reviews. The approach 
demonstrates that integrating a document-based rule catalog into an existing GitLab workflow 
is technically feasible. 

Future work should include a systematic empirical evaluation. Additionally, investigating 
different model variants as well as testing in real project environments appears meaningful. 
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